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Your substation and energy network rely on digital data – as does your 
control system. This implies the need for general familiarity with data 
communications in a power system context, and for the recognition of 
how critical energy system data has become. Reliable communications 
systems are essential.

This article examines some of the functionality available in the 
Ethernet and TCP/IP standards and how they can be properly 
used to cater for critical data.

Ethernet evolves constantly and has become the de facto standard for 
communications networks in utility environments. However, proper 
understanding, planning and configuration are required in order to use 
Ethernet for mission critical communications. Without correct config-
uration, Ethernet may not cater for the low latency and high reliability 
required for critical data transmission.

Traffic control
When creating or maintaining a distributed network that services hun-
dreds of devices, it is important to control the traffic. When a shared 
physical network is being used for everything from corporate account-
ing to control and automation, the network must be correctly planned 
and configured to ensure that critical traffic is never impeded by 
non-critical traffic or bottlenecks.

Various mechanisms exist for traffic control, including VLANs 
(Virtual Local Area Networks), CoS (Class of Service) and multicast 
control. The most commonly implemented of these is VLANs; howev-
er, taking the time and effort to implement all three will lead to a more 
stable and reliable network, especially for critical data exchange. VLANs 
allow us to logically separate devices using the same physical hardware. 

There are three types of VLANs available:
• Layer 1 VLANs: Generally, when people speak about VLANs, they 

are referring to Layer 1 VLANs. These involve separating devices 
based on the physical port they plug into on the network.

• Layer 2 VLANs: Layer 2 VLANs involve setting up MAC (Media 
Access Control) tables on the networking devices, which allow 
data to be controlled based on the source/destination MAC ad-
dresses. These types of VLANs are seldom implemented, as they 
require a large amount of commissioning and maintenance when-
ever a new device is added or an existing device is changed.

• Layer 3 VLANs: More commonly known as subnetting, Layer 3 
VLANs involve placing devices in different IP (Internet Protocol) 
subnets. Unicast (one-to-one) communications will not be able to 
traverse subnets without a router. However, broadcasts (one-to-all) 
and multicast (one-to-many) messages will traverse subnets, and 
even if a broadcast/multicast is not destined for a device, that 
device is still obliged to open the packet in order to determine that 
it can be discarded. This uses up processing power and time in 
end-network devices and can lead to traffic being delayed or even 
lost, if buffers overflow.

The recommended way to implement VLANs on a critical network is 
to use a combination of Layer 1 and Layer 3 VLANs. This involves as-
signing a different subnet to each VLAN, which allows users to route 
required traffic across VLANs, while segmenting the VLANs logically 
so that broadcasts and multicasts will never be sent between VLANs.
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The next type of traffic control that is often neglected but can lead to 
greatly increased stability and decreased latency for critical data is CoS 
configurations that tell the switches how to queue the traffic they are 
sending. There are different CoS levels available depending on the 
switch manufacturer (commonly Normal, Medium, High or Critical) and 
each packet is assigned to one of these levels by one of the following 
means:
• Priority field in the 802.1Q tag: an additional tag added to the 

packet that can be used for VLANs as well as priority (or both si-
multaneously)

• DSCP (Differentiated Services Code Point): another tag that can 
be added to a packet, similar to the 802.1Q tag]

• Default CoS assigned to the physical port on the switch
• CoS based on the packet’s source/ destination MAC address
Once the switch has determined the CoS of a packet, it will decide 
how to queue that packet for transmission out of the switch. There are 
two methods of queuing, Strict-or-Starve and Weighted Fair Queuing 
(WFQ). WFQ allows users to assign different ratios to the transmission 

When creating or maintaining a distributed network that services 
hundreds of devices, it is important to control the traffic.

Figure 1: Layer 1 VLAN implementation.

Group 1 Group 2

SCADA Server Historian Server

Workstations Workstations



E+C  SPOT ON • Transformers + Substations Handbook 2014

queue. For instance, a queuing ratio of 2:1 could be set, which would 
mean two medium packets are sent for each normal packet, two high 
priority packets for each medium priority packet, and so forth. This 
method means that critical packets receive higher priority but, overall, 
all packets have a fair chance of being queued. This is the generally 
recommended method for queuing.

Strict-or-Starve queuing allows users to ensure that all critical 
packets are transmitted before any high priority packets, which are 
then transmitted before any medium priority packets, and so on. This 
method does give priority to critical traffic, however, a situation can 
arise where the switch is receiving critical packets as often as it trans-
mits them. This can lead to all lower priority packets being delayed 
indefinitely. For this reason, the Strict or Starve method of queuing is 
not recommended. If WFQ queuing does not appear to be working 
sufficiently well, it is likely that another issue on the network needs to 
be resolved.

Redundancy
The next important factor to consider for a critical network is redun-
dancy, which allows failure of links, or in some cases, hardware without 
completely crashing communications between different parts of a 
network. A question often asked is: How much redundancy can one 
afford not to have? On a non-critical, corporate network, people may 
become annoyed if they do not have access to emails for a period, but 
this is not overly critical. On a utility network, breaks in communication 
lasting a few seconds or minutes can lead to safety systems shutting 
down entire substations or network segments as control and automa-
tion data are interrupted. This is a much more serious scenario to 
protect against.

The most commonly implemented and cost effective redundancy 
is simple link redundancy, normally implemented using RSTP (Rapid 

Spanning Tree Protocol). This protocol allows users to create physical 
loops on the network and temporarily disable the redundant links. The 
reason for this is that a loop on a network can cause broadcast storms, 
as data broadcasts will circle a loop indefinitely. These broadcast storms 
can be so severe that they lead to complete network failure, in some 
cases even affecting the end devices as all their processing power 
becomes used up inspecting broadcast packets.

RSTP will hold a redundant link in a discarding mode, meaning all 
data (with the exception of RSTP ‘heartbeat’ packets) is discarded 
rather than sent over that link. In the event that an active link experi-
ences a break, the redundant link will be brought into operation. Even 
RSTP can take up to 30 seconds to fully recover in a worst case sce-
nario, which is far too long for critical networks. Often a device manu-
facturer will implement a proprietary redundancy protocol that achieves 
faster recovery times. However, users must be careful not to become 
vendor locked (ie enter a position where any upgrades/expansions to 
the network require hardware from a single vendor).

Two newer redundancy mechanisms have been introduced recent-
ly, namely PRP (Parallel Redundancy Protocol) and HSR (High-availabil-
ity Seamless Redundancy), which are known as bumpless recovery 
protocols. Previous redundancy protocols, such as RSTP, are measured 
by how quickly the network will recover in the event of a link failure. 
Bumpless recovery means that in the event of a link failure, the network 
will recover without any downtime.

PRP works by effectively creating two completely separate phys-
ical networks. End devices then connect to both of these networks, 
either directly (if the end device supports PRP) or via a RedBox (redun-
dancy box). Any data sent by the end device will be duplicated across 
both networks. The receiving device will receive both duplicate packets, 
and will discard the second one received. In this way, if a cable link 
breaks on one network, the second network will already be transmitting 

Figure 2: PRP Network [1].
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the data, and thus no recovery time is needed. Edge devices that are 
not PRP compatible (or are not critical enough to require a RedBox) are 
able to be connected directly to either of the two redundant networks 
and can still communicate with devices within their network, or devic-
es outside of the PRP network. The only limitation is that a device 
connected only to network A will not be able to communicate to a 
device connected to only network B (as there is no logical connection 
between the networks).

 HSR works on a single physical network, and achieves bumpless 
redundancy by allowing the network to be built in a ring. Unlike most 
other ring redundancy protocols, HSR does not keep any of the links 
in a redundant mode. Rather, data is transmitted in both directions 
around the ring, with the HSR compliant devices able to discard the 
second received duplicate packet. Once again, this translates to a 
network that in the event of a cable break will already have the data 
travelling via a different path, and thus bumpless recovery is achieved. 
Similar to PRP, HSR will either require the end device to be HSR com-
pliant, or will work through a RedBox. 

Time synchronisation
Another important aspect of creating a network for critical, time sensi-
tive data is correct time synchronisation. Often a simple time synchro-
nisation protocol such as NTP (Network Time Protocol) is sufficient for 
most networks. The benefit of NTP is that 99% of networking hardware 
will cater for NTP, and this protocol does not require special hardware. 
NTP works either by end devices periodically (normally once an hour) 
requesting the current time from an NTP server on the network. If the 
device’s local clock is far off the NTP server time, it will slowly be up-
dated over multiple updates (known as slewing). A second option is 
that the NTP server will periodically send out an update broadcast to 

the entire network (this is 
know an unsolicited NTP 
synchronisation ie the end 
device does not solicit a 
time update, rather it waits 
for the broadcast to up-
date). Devices will receive 
this update broadcast and 
again will either slew to the 
correct time over a period 
(if their local clock is far off 
the NTP server clock) or will 
update directly to the cur-
rent NTP server time (if 
there is not much of a dif-
ference between the end 
device and NTP server 
times). The NTP standard 
does not specify a mini-
mum accuracy, however it 
is generally accepted that 
NTP can achieve accuracy 
within tens of milliseconds 
across the internet, and 
milliseconds within a LAN.

In a critical utility control network, this level of accuracy is often not 
sufficient, especially when using the network for applications like 
synchrophasor measurements. In these cases a higher level of syn-
chronisation is required, and for this PTP (Precision Time Protocol) is 
used. Although the concept of PTP is similar to NTP (in that devices 
request a time synchronisation from a PTP ‘server’), the level of accu-
racy provided by PTP is much higher (the standard calls for different 
accuracy classes, although the commonly accepted standard is AC23 
(Accuracy Class 23) which requires a synchronisation of no less than 
1 μs). This is achieved by using special PTP compatible hardware that 
is able to more closely analyse various delays on the network (time 
spent on cable, time within each switch, etc.) and thus provide much 
higher levels of accuracy. On smaller networks it is common to find 
PTP achieving accuracies of up to nanoseconds.

Conclusion
In conclusion, it can be seen that while Ethernet is definitely able to 
cater for critical and highly time and latency sensitive data transfers, 
proper planning and commissioning of the network is required. Spend-
ing the extra time initially to cater for critical transmissions can lead to 
a highly stable and reliable network that can be trusted for mission 
critical control and automation systems.
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Figure 3: HSR Network [2].
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