
8.1 Introduction
In Chapter 2 we saw how Mesh networks provide self-healing 
redundancy with consequent improvement in the data reliability 
and security. But such advantages come at a price!

Consider the configuration shown in Figure 8.1, with Switch-
es 1, 2 and 3 each connecting several devices, but with only a 
single connection between the switches. Unfortunately, this lay-
out exhibits a single point of failure in that, should either of the 
links between the switches fail, communication between many 
of the nodes will be lost.

Figure 8.1: With only a single connection between Switches 1, 2 
and 3, this layout exhibits a single point of failure.

It might seem, therefore, that this problem could easily be over-
come by creating a redundant communication link installed be-
tween Switches 1 and 2 (see Figure 8.2).

Figure 8.2: Creation of a redundant link installed between 
Switches 1 and 2. 

Unfortunately, such a solution comes at a cost, actually cre-
ating several serious problems. Assume, in the first instance, 
that Node 3 has been quiescent for more than five minutes (the 
default time) and that, as a consequence, its MAC address has 
been removed from the filter tables of all the switches.

Next, assume that Node 1 wishes to communicate with Node 
3 and broadcasts a frame. Because Node 3’s MAC address is 

not resident in Switch 1, it must flood all its ports with the ad-
dress. The datagram will thus be transmitted through Link 1/3 
to Switch 3, which will flood all its ports, whereupon it will be 
delivered to Node 3. At the same time, the datagram will also be 
transmitted through Link 1/2 to Switch 2 where the address will 
again be flooded to all ports and will be transmitted through Link 
2/3 to Switch 3 – and thence, once again, the same datagram 
will be delivered to Node 3. In other words, Node 3 will receive 
duplicate datagrams.

Another problem arises as a result of this action. We saw 
that because of the transmission on Link 1/3 to Switch 3, it 
flooded its ports in order to transmit to Node 3. However, in 
doing so it also sent the datagram back to Switch 2 which, in 
turn, also flooded its ports. The result is that the broadcast is 
running in the loop in both directions to cause what is termed a 
‘broadcast storm’.

The answer, of course, is to break the loop. However, in 
breaking the loop we will lose out on what we were trying to 
achieve in the first place – redundancy.

How can we balance these two requirements?
The solution lies in a prevention mechanism called Spanning 

Tree Protocol (STP) – an algorithm created by Dr Radia Perl-
man, whilst working for Digital Equipment Corporation – which 
allows the switches to create a loop-free topology over a mesh 
network.

A key element in STP is the generation, exchange and 
processing of data messages called Bridge* Protocol Data 
Units (BPDUs) that are used, in conjunction with the STP algo-
rithm, to allow switches to identify redundant paths and ensure 
that there is no loop path in the network. The BDPUs are trans-
mitted using the standardised multicast Layer 2 MAC address 
01-80-c2-00-00-00.

*Note: Despite the exclusive use of the term ‘Bridge’, in the con-
text of STP, this term equally applies to other devices, particularly 
‘switches’.

8.2 Bridge Protocol Data Units
There are three types of BPDU: 
• Configuration BDPUs (CBPDU) used for spanning tree com-

putation.
• Topology Change Notification (TCN) BDPUs, used to an-

nounce changes in the network topology.
• Topology Change Notification Acknowledgement (TCA).

Configuration BDPU
Each switch creates its own BPDU, which is generated by the 
bridge management protocol and carried in the data field MAC 
frame. The MAC frame uses a reserved destination group ad-
dress, recognised only by switches supporting STP, as defined 
in IEEE 802.1d, Section 3. 

The layout of the frame is shown in Figure 8.3, with details 
of the individual fields given below. The actual role of each field 
will be explained in further detail at a later stage.
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Figure 8.3: Construction of the Configuration BPDU frame.

Protocol identifier: A two-byte field that identifies the STP – 
set to a value of 0000 0000 0000 0000. 
Protocol version identifier: A one-byte field that identifies the 
current version of the protocol being used that was specified in 
the previous field – set to a value of 0000 0000. 
BPDU type: A one-byte field that identifies the type of BPDU 
being sent – set to a value of 0000 0000 for a Configuration 
BPDU. 
Flags: A one-byte field that contains flags used in response to 
a topology change notification BPDU. 
• Bit 1 is the topology change flag. It is used by the root to tell 

all switches to speed up their aging timers for their filtering 
databases. 

• Bit 8 is the topology change acknowledgement flag. It is used 
by a switch receiving a topology change notification BPDU to 
acknowledge receipt to the transmitting switch. 

Root identifier: An eight-byte field that contains the bridge 
identifier of the root for the spanning tree being deployed. 
Root path cost: A four-byte field used to indicate the cost of the 
path from the transmitting switch to the root. 
Bridge identifier: An eight-byte field containing the bridge 
identifier of the transmitting switch. 
Port identifier: A two-byte field used to identify the port via 
which this BPDU was transmitted. 
Message age: A two-byte field used to indicate the age of the 
current Configuration BPDU. This parameter allows a receiving 
switch to discard a BPDU that exceeds max age. 
Max age: A two-byte field used to indicate a timeout value to 
be used by all switches in the broadcast domain. The max age 
value is set by the root. 
Hello time: A two-byte field defining the time interval between 
generations of Configuration BPDUs by the root. It is used to 
facilitate the monitoring of protocol performance by manage-
ment functions. 
Forward delay: A two-byte field that defines the time a switch 
port must wait in the listening state, and then again in the learn-
ing state, before entering the forwarding state.

Topology change notification BDPU
The layout of the frame is shown in Figure 8.4, with details of 
the individual fields given below. Again, the actual role of each 
field will be explained in further detail at a later stage.

Figure 8.4: Construction of the topology change notification 
BPDU frame.

Protocol identifier: A two-byte field that identifies the STP, set 
to a value of 0000 0000 0000 0000. 
Protocol version identifier: A one-byte field that identifies the 
current version of the protocol being used that was specified in 
the previous field – set to a value of 0000 0000. 
BPDU type: A one-byte field that identifies the type of BPDU 
being sent – this time set to a value of 1000 0000 to indicate that 
this is a topology change notification BPDU. 

8.3 Preventing loops
A loop-free topology is created in a number of distinct phases. 
First, all the switches in an STP-enabled network need to have 
a common view of the complete network topology. In order to 
realise this common view, it is first necessary to determine an 
initial point of reference through the election of what is termed 
a ‘root bridge’ – using a process called ‘root bridge election’.

Figure 8.5 shows a network comprising a number of switch-
es, routed through links, with the numbers representing the 
switch IDs.

Figure 8.5: Network comprising a number of switches routed 
through links.

8.4 Root bridge election
Although bridges do not normally require MAC addresses to 
operate, STP-enabled devices are provided with a vendor-
assigned 48-bit MAC address in order to identify them. Each 
bridge/switch is also assigned a 16-bit user-configurable ‘bridge 
priority’ field – the two together making up a unique ‘Bridge ID’.
In spanning tree technology, the root bridge is the bridge having 
the lowest ‘Bridge ID’ (see Figure 8.6). 
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Figure 8.6: The root bridge is the bridge having the lowest 
Bridge ID. 

To compare two Bridge IDs, first the bridge priorities are com-
pared and any bridge whose number is less than the default 
value of 0 × 800 (32 768) will be targeted as a potential root. If 
two bridges have equal priorities then, and only then, are the 
MAC addresses compared – again with the bridge whose MAC 
address number is the lowest being selected as the root.

8.5 Root port election
Following the election of the root bridge, the next task is for 
every non-root switch to determine where it is in the network in 
relation to the root bridge. 

This action is implemented by assigning each port as either 
a designated port, forwarding traffic away from the root bridge, 
or a root port. Only one root port can be assigned on each non-
root switch and will always point towards the current root bridge.

Election of root ports is undertaken by determining the ‘cost’ 
of each link. The term ‘cost’ is not a monetary value but a value 
based on the transmission speed of the link assigned to the as-
sociated port, a high-speed link warranting a low cost and a low-
speed warranting a high cost. The original IEEE 802.1d standard 
defined path cost as 1000 Mbps divided by the link bandwidth in 
Mbps. The IEEE now uses a non-linear scale for path costs (see 
Table 8.1). These are set by the network administrator.

Table 8.1: Port cost values for different link speeds.

Link speed Port cost value

10 Gbps 2

1 Gbps 4

100 Mbps 19

16 Mbps 62

10 Mbps 100

A path cost is calculated as the accumulated port costs from a 
switch to the root switch. All the ports of the root switch itself are 
set to 0. When a switch receives a BDPU in its port it increments 
the path cost with the cost of the incoming port. In this manner, 
the port with the lowest resulting ROOT PATH COST, on every 
non-root switch, is elected as the root port.

As an example, assume that the links have bandwidths and 
associated costs as per Table 8.2 and as illustrated in Figure 8.7.

Table 8.2: Port cost values for different link speeds.

Link Link speed Port cost value

Link A 100 Mbps 19

Link B 1 Gbps 4

Link C 10 Mbps 100

Figure 8.7: Associated costs derived from Table 8.2. 

Referring to Figure 8.8, the root path cost value is determined 
in the following manner:

Figure 8.8: Determining the root path cost value.

1. The root bridge (Switch 23) sends out a BPDU with a root 
path cost value of 0.

2. When the next-closest switches (Switches 35 and 44) re-
ceive the BPDU, they add the path costs of their own ports 
on which the BPDU arrived.

3. In turn, the adjacent switches send out BPDUs with this new 
cumulative value as the root path cost.

4. In this manner, the root path cost is incremented by the in-
gress port path cost as the BPDU is received at each switch 
down the line. Note that the emphasis is on incrementing the 
root path cost as BPDUs are received, not as they go out.

5. The port with the lowest resulting root path cost on every 
non-root switch is finally elected as the root port (Figure 8.9). 

After incrementing the root path cost, the switches record the 
value in their memories. When a BPDU is received on another 
port and the new root path cost is lower than the previously re-
corded value, this becomes the new root path cost. In addition, 
the lower cost tells the switch that the path to the root bridge 
must be better using this port than it was on other ports.
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Figure 8.9: The port with the lowest resulting root path cost on 
every non-root switch is finally elected as the root port. 

Designated port election
In order to remove the possibility of bridging loops, only one of 
the links on a segment should forward traffic to and from that 
segment. This is referred to as the Designated Port.

The election of one designated port on each network seg-
ment (see Figure 8.10) is the final step of the STP’s computa-
tional process. The election of the designated port is also based 
on the root path cost. In case the two or more ports have the 
same root path cost, the switch with the lower sender bridge ID 
wins and its corresponding port is selected as the segment’s 
designated port. Keep in mind that the root bridge is the only 
bridge in the network that does not have a root port since it is 
considered a designated port and cannot be blocked. 

Figure 8.10: Election of one designated port for each network 
segment. 

Any port that is not a root port or a designated port moves into 
the blocking state (see Figure 8.11) where it cannot receive or 
transmit frames, ensuring that the network is loop-free. 

8.6 STP states
As we’ve seen, each port of a switch must progress through 
several states in order to participate in STP. A port begins its 
life in a disabled state – moving through several passive states 
and, if allowed to forward traffic, finally into an active state.

Figure 8.11: Any port that is not a root port or a designated port 
moves into the blocking state. 

Disabled
This state, in which the port is completely non-functional (un-
able to receive or transmit any type of frame), is not actually 
part of the normal STP port progression. The disabled state is 
usually set by the network administrator or by the system in the 
event of a fault condition.

Blocking
In the blocking state, a port cannot receive or transmit data, so 
no bridging loops can be formed. Although it cannot learn MAC 
addresses, it can receive BPDUs. Consequently, in the event 
that other links might fail, the STP algorithm can determine if the 
port may transition to the forwarding state.

Listening
In the listening state, the port is moving out of the blocking state 
and being prepared for activity. It still does not learn or forward 
addresses but can now send as well as receive BDPUs so that 
it can actively participate in the STP process.

Learning
The port is allowed to move from the listening state into the 
learning state after a period of time determined by the forward 
delay field (typically 15 s) in the configuration BDPU. In addition 
to receiving and sending BDPUs, the port can now populate 
the MAC address table, although it cannot forward data frames.

Forwarding
After a period of time spent in the learning state, the port moves 
into the forwarding state where it functions as any other switch 
port – filtering and forwarding frames.

8.7 STP timing
Having now had an overview of the STP in action, it might be 
useful to revisit the last three fields of the Configuration BPDU – 
the max age; the hello time; and the forward delay.
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Max age
This two-byte field holds the time interval that the switch stores 
in a BDPU before discarding it, a default value of 20 s. Each 
switch port stores a copy of the ‘best’ BDPU received. If a port 
loses contact with the BDPU’s source then, following a timeout 
of the max age, the switch assumes a topology change to have 
occurred.

Hello time
This two-byte field determines the time interval between suc-
cessive transmissions of the Configuration BDPUs from the root 
bridge – a default value of 2 s.

Forward delay
This two-byte field defines the time that a switch port must wait 
in the listening state, and then again in the learning state, before 
entering the forwarding state. The default value is 15 s.

8.8 Convergence
The change in a network’s topology can occur for a variety of 
reasons: a lost link; a lost bridge; the addition of a link or bridge; 
or by network changes made by the system administrator. 
When such a change occurs, the STP must determine whether 
there are redundant paths that must be blocked to prevent data 
loops or activated to maintain communications between the 
various network segments. This process is referred to as con-
vergence. In order to announce such a change, STP generates 
a topology change notification BDPU.

As stated previously (see Figure 8.4), the topology change 
notification BDPU contains only three fields – with the last one, 
the BPDU type, indicating that it is a topology change notifi-
cation BPDU. In other words, the topology change notification 
BPDU carries no data about the change but only informs recipi-
ents that a change has occurred.

Thus, when a non-root switch changes the active topology, it 
transmits a topology change notification BDPU on its root port, 
continuing to transmit every hello time interval until it receives 
an acknowledgment from its nearest upstream device. In this 
way, the topology change notification BPDU is propagated on 
towards the root bridge – with each switch sending its own ac-
knowledgments. 

When the root bridge receives the topology change notifica-
tion BPDU, it also sends out an acknowledgment – with the 
topology change flag set. This is relayed to every other bridge in 
the network to signal the topology change and force all the other 
bridges to shorten their bridge table aging times from the default 
of 300 s to only the forward delay value of 15 s. 

This, in turn, flushes out learned MAC address locations 
much quicker than normal, easing the bridge table corruption 
that might occur as a result of change in topology. The condition 
lasts for the sum of the forward delay and the max age times 
(15 + 20 = 35 s).

To clarify this procedure, let’s have a look at the network we 

used previously where the link between the root bridge (Switch 
23) and Switch 44 has failed (see Figure 8.12).

Figure 8.12: The link between the root bridge (Switch 23) and 
Switch 44 has failed.

1. Switch 44 detects that the link has gone down on its Port 
44/1 and at the same time the root bridge (Switch 23) detects 
the link down on its Port 1/2.

2. Because Port 44/1 is down and the BPDU is no longer valid, 
Switch 44 removes the previous ‘best’ BPDU it had received 
from the root bridge over Port 44/1.

3. Currently, Switch 44 remains unaware that another (poten-
tial) path exists to the root bridge.

4. The root bridge is aware of the link down condition on its own 
Port 23/1 and thus transmits a Configuration BPDU, with the 
topology change notification bit set, from its Port 23/1 – in-
forming Switch 44 of the topology change.

5. Remember that although Port 35/1 is blocked, it is still capa-
ble of receiving BDPUs. Consequently both Switches 44 and 
35 receive the topology change notification message and 
react by shortening their bridging table aging times to the 
forward delay time. 

6. At this point, neither Switches 44 nor 35 know how the topol-
ogy has changed – only that they were forced to age out their 
recent bridging table entries.

7. Meanwhile, Switch 35 waits for the root bridge to transmit 
another Configuration BPDU topology change notification 
message that it again receives on Port 35/1, which was pre-
viously in the blocking state. 

8. This BPDU now becomes the ‘best’ one received from the 
root bridge so that Port 35/1 becomes the new root port. 

9. Switch 35 can now progress Port 35/1 from blocking, through 
the listening, learning and forwarding states. 

As a result of the link failure, the topology has been changed 
and STP has converged again. The total time that users on 
Switch 35 lost connectivity was roughly the time that Port 35/1 
spent in the listening and learning states. With the default STP 
timers, this amounts to about twice the forward delay period of 
15 s, or 30 s total. 
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