
10.1 Introduction
Despite the convergence speed advantages offered by RSTP 
over STP, it still suffers from several drawbacks. 

The first lies in the fact that both RSTP and STP are based 
on the deployment of a single spanning tree which, in a large 
switched network, causes a relatively long convergence time.

Secondly, by adopting only a single spanning tree, all the 
VLANs in the network share the same one. This can lead to 
problems in ensuring that data communications in each VLAN 
are carried out along the spanning tree.

Finally, blocked links do not forward traffic and do not, there-
fore, participate in load balancing, which can lead to inefficient 
use of bandwidth.

These obstacles are overcome in a system called Multi-
ple Spanning Tree Protocol (MSTP), which is defined in IEEE 
802.1s. 

Like RSTP, MSTP allows for rapid port state transition and is 
backwards compatible with STP and RSTP.

10.2 MSTP features
MSTP enjoys several advantages over STP and RSTP.

First, MSTP divides a switched network into multiple Re-
gions, each containing multiple spanning trees independent of 
one another. MSTP uses the Common and Internal Spanning 
Tree (CIST) to exchange information between regions and thus 
prevent loops from forming in the network.

In essence, an MSTP region is simply a collection of switch-
es, sharing the same view of a physical topology, that petition 
into a set of logical topologies.

In MSTP, load balancing is implemented by what are termed 
Instances, which are independent spanning trees, each cor-
responding to a group of VLANs. By mapping multiple VLANs 
to an Instance, transmission overheads and network resources 
can be reduced. 

With RSTP implemented on a large network, any given 
switch could run up to 4094 Instances of spanning tree – each 
with its own BPDU conversations, root bridge election, and path 
selections. With MSTP, one path could run several VLANs and 
another path could run the rest – such that there are only two 
Instances of spanning tree.

Referring to Figure 10.1, in legacy spanning tree implemen-
tations there would be only one Instance of spanning tree for all 
the VLANs – with Switch 14 the root bridge for all of them. As 
a result, there would be just one Instance of spanning tree and 
all user traffic is therefore passed through Switch 14. This is an 
inefficient waste of critical bandwidth.

VLANs can be assigned arbitrarily to any Instances. For the 
design shown in Figure 10.1, MSTP only creates two Instanc-
es of spanning tree with Switch 14 handling even VLANs and 
Switch 44 handing odd VLANs. 

MSTP provides load-balancing capability for groups of 
VLANs rather than each VLAN – grouping them to reduce the 
number of Instances in the network.

Figure 10.1: In legacy spanning tree implementations there 
would be only one Instance of spanning tree for all the VLANs, 
with Switch 14 the root bridge for them all.

10.3 Terminology changes
The first thing to note is that MSTP introduces several new 
terms, several new acronyms, and several new concepts. Let’s 
have a look at some of the changes in regard to the terminology 
used in MSTP as distinct from STP and RSTP.
ST – Spanning Tree
STP – Spanning Tree Protocol
RST – Rapid Spanning Tree
RSTP – Rapid Spanning Tree Protocol
MST – Multiple Spanning Tree
MSTP – Multiple Spanning Tree Protocol
CST – Common Spanning Tree
IST – Internal Spanning Tree
CIST – Common and Internal Spanning Tree
MSTI – Multiple Spanning Tree Instance
BPDU – Bridge Protocol Data Unit

At first glance, Common and Internal Spanning Tree and 
Common Spanning Tree might appear similar. However, 
whilst CIST is defined as “a single topology connecting all 
bridges (STP, RSTP, MSTP) via one active topology”, CST is 
defined as “the topology connecting all STP/RSTP bridges and 
MSTP regions”. In the context of CIST, MST regions are treated 
as a single RSTP bridge.

In a nutshell, CIST differs from CST in that it includes the 
logical connectivity through MST bridges and regions.

The Multiple Spanning Tree Instance may be defined as 
one of a number of spanning trees calculated by MSTP within 
an MST region: 64 distinct MSTI (MST topologies) are calcu-
lated and maintained by MSTP. However, not all the topologies 
are actively used to carry traffic since not all the VLANs may 
be in use.

One important change in regard to the Bridge Protocol Data 
Unit is that the term ‘Configuration’ falls away and is replaced 
by the acronym ‘ST BPDU’. The term Topology Change No-
tification BDPU remains but is generally referred to by the ac-
ronym TCN BPDU. Other acronyms include: RST BPDU and 
MST BPDU.
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Apart from the name changes, several fields have been added 
to the BDPU frame. These include ‘Version 1 Length’, ‘Version 
3 Length’, and the ‘MSTP Extension’ field (see Figure 10.2).

Figure 10.2: The ‘ST BDPU’ (formerly Configuration BDPU) in-
cludes several additional fields – ‘Version 1 Length’, ‘Version 3 
Length’, and the ‘MSTP Extension’ field.

10.4 MSTP regions
MSTP differs from other spanning tree implementations in that it 
combines several VLANs into a logical spanning tree Instance. 
Consequently, the BPDU must be tagged so that the receiv-
ing devices can identify the Instances and the VLANs to which 
each device applies. This introduces the concept of MST re-
gions where, in effect, a group of switches is placed under a 
common administration.

Each switch running MSTP must have the same three single 
MST configuration attributes: 
1. An alphanumeric configuration region name (32 bytes).
2. A configuration revision number (two bytes).
3. A 4096-element table that associates each of the potential 

4096 VLANs, supported on the chassis, to a given Instance.

In order to ensure consistent mapping of the VLANs to Instanc-
es, the protocol must be able to identify exactly the boundaries 
of the regions. Consequently, the characteristics of the region 
are included in the BPDUs. 

Once a switch receives a BPDU, the switch extracts a digest 
of the VLANs-to-Instances mapping table and compares it with 
its own computed digest. If the digests differ, the port on which 
the BPDU was received is at the boundary of a region.

In generic terms, a port is at the boundary of a region if the 
designated bridge on its segment is in a different region. 

In Figure 10.3, the port on Switch 3 is at the boundary of 
Region B, whereas the ports on Switches 1 and 2 are internal 
to Region A.

Figure 10.3: Diagram illustrating the concept of boundaries 
in which the port on Switch 3 is at the boundary of Region B, 
whereas the ports on Switches 1 and 2 are internal to Region A.

Figure 10.4 shows two functionally equivalent networks. In a 
typically bridged network, a blocked port would be found be-
tween Switches 2 and 3 and, instead of blocking on Switch 7, 
the second loop would be broken by a blocked port somewhere 
in the middle of the MST region.

However, due to the IST, the entire region appears as one 
virtual bridge that runs a single spanning tree (CST) – and thus 
the virtual bridge blocks an alternate port on Switch 2 and a 
virtual bridge on the Switch 6/7 segment – leading Switch 7 to 
block its port.

Figure 10.4: Functionally equivalent networks.

10.5 Internal Spanning Tree (IST)
According to the IEEE 802.1s specification, MSTP requires at 
least two spanning tree topologies (two Instances):
• One Internal Spanning Tree (IST) (Instance 0) 
• One or more Multiple Spanning Tree Instances (MSTIs) (us-

er-defined)

A total of 15 MST Instances + one IST can be configured under 
one region.

The IST Instances extend the CST inside the MST region – 
sending and receiving BPDUs to the CST. In effect, the IST can 
represent the entire MST region as a CST virtual bridge to the 
outside world. 

By default, all VLANs are mapped to the IST. Other MSTP 
Instances can be enabled and are referred to as Multiple Span-
ning Tree Instances (MSTIs). 
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Separate from the IST, each MSTI assigns its own priorities 
to the switches and uses its own link-costs to develop its own 
logical topology. Since MSTP does not send MSTI information 
in separate BPDUs, this information is piggybacked into the 
IST BPDU using a special M-Record field (one for each active 
MSTI) that, amongst others, carries root priority, designated 
bridge priority, port priority and root path cost.

10.6 CIST root bridges election process
The election process for CIST root bridges is quite complex and 
is briefly outlined below:
1. When a switch boots up, it declares itself as a CIST root and 

CIST regional root, announcing this through its outgoing BP-
DUs. 

2. The switch will continue to broadcast its best known CIST 
root and CIST regional root on all internal ports – adjusting 
the BPDU content on receipt of updated information.

3. On the boundary ports, the switch advertises only the CIST 
root bridge ID and CIST external root path cost – thus hiding 
the details of the region’s internal topology.

4. The CIST external root path cost is the cost to reach the 
CIST root across the links connecting the boundary ports, 
i.e., the inter-region links. When a BPDU is received on an 
internal port, this cost is not changed. When a BPDU is re-
ceived on a boundary port, this cost is adjusted based on 
the receiving boundary port cost. Consequently, the CIST 
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external root path cost is propagated unmodified inside any 
region.

5. Only a boundary switch, the switch with the lowest cost to 
reach the CIST root, can be elected as the CIST regional 
root. If a boundary switch learns of a better CIST external 
root path cost, received on its internal link, it will relinquish 
its role of CIST regional root and start broadcasting the new 
metric from its boundary ports.

6. Every boundary switch needs to block its boundary ports 
properly. If the switch is a CIST regional root, it elects one 
of the boundary ports as the ‘CIST root port’ and blocks all 
other boundary ports. If not, it will mark the boundary ports 
as CIST designated or alternate. 

7. Following construction of the CIST, every region will have 
one switch possessing a single port unblocked in the di-
rection of the CIST root – this is the CIST regional root. All 
boundary switches will broadcast the region’s CIST regional 
root bridge ID from their non-blocking boundary ports. From 
an outside perspective, the whole region will appear as a sin-
gle virtual bridge with the Bridge ID = CIST Regional Root ID 
and single root port elected on the CIST regional root switch.

8. The region that contains the CIST root will have all boundary 
ports unblocked and marked as CIST designated ports. Ef-
fectively, the region will look like a virtual root bridge with the 
bridge ID equal to CIST root and all ports being designated.


