
5.1 Introduction
If we examine the ARPA model of Figure 5.1 we see that at the 
level above the Internet Protocol (IP) we have what is referred 
to as the host-to-host layer (equivalent to the transport layer in 
the OSI Model) – made up of either the Transmission Control 
Protocol (TCP) or the User Datagram Protocol (UDP). 

Figure 5.1: The host-to-host layer of the ARPA model sits above 
the IP and is made up of either the TCP or the UDP. 

We have seen in Chapter 4 that the Internet protocol provides 
a means of addressing source and destination hosts; providing 
a routing facility and a fragmentation and reassembly service. 

However, IP is termed an ‘unreliable’ service in that when 
packets are forwarded to a host, there is no automatic mecha-
nism for acknowledgement. We’ve done our best to get it off to 
the correct destination but once it’s sent, we live in hope. We 
really don’t know if the packages have arrived, or are in the cor-
rect sequence. 

The TCP, on the other hand provides a ‘reliable’ host-to-host 
communication service. 

Encapsulated within the IP, it provides a common interface 
to the application layer. Whereas the IP deals only with packets, 
TCP enables two hosts to establish a connection and exchange 
streams of data. TCP also guarantees delivery of data and that 
packets will be delivered in the same order in which they were 
sent. Further, whilst IP plus MAC addressing schemes deliver 
data to the correct host, one of the most important attributes of 
TCP is that it delivers directly to the application process soft-
ware on the relevant machine. This is performed through the 
use of port numbers that are associated with particular ap-
plications.

5.2 TCP header
TCP segments are constructed from 32-bit words and include a 
20-octet (five word) header (see Figure 5.2).

Figure 5.2: TCP segments are constructed from 32-bit words 
and include a 20-octet (five word) header.

As can be seen, TCP offers a number of basic services:
• Associating port numbers with specific applications. 
• Associating a sequence number with every octet in the data 

stream. 
• Wrapping higher level application data in segments. 
• Wrapping the segments into IP datagrams. 
• Exchanging special segments to start up and close down a 

data flow between two hosts. 
• Using acknowledgments and timeouts to ensure the integrity 

of the data flow.

A brief description of each field is given below. A more detailed 
discussion will be given later.

Source/destination port numbers 
The source (and destination) port numbers allow TCP to deliver 
the data directly to the application process software on the rel-
evant machine.

Sequence number 
This 32-bit number identifies the first octet of the data in the 
segment. 

Acknowledgment number 
This 32-bit number is the octet number of the next octet that the 
sender expects to receive from the remote host. The remote 
host can infer that all octets up to this number minus one have 
been safely received and the remote host’s local copies can be 
discarded. 

Header length 
This four-bit field specifies the header length in 32-bit words. 
Clearly, the maximum value is 15 words (60 octets) allowing for 
10 (40 octets) options. 

Flag bits 
This group of six bits (Table 5.1) identifies various special states 
in the protocol. Several of the bits may be set simultaneously. 
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The bits are discussed in more detail later. 

Table 5.1: Flag bits identify various special states in the protocol.

Window Description

URG Indicates that the urgent pointer field is valid. 

ACK Acknowledgment number is valid. 

PSH This segment requires a ‘push’.

RST Reset the connection. 

SYN Synchronise sequence numbers.

FIN The sender has finished sending data. 

Window size 
Window size refers to the space available (normally given in 
octets) for the storage of unacknowledged data. The maximum 
value is 65 535. 

Checksum 
Checksum covers both the header and the data and is calcu-
lated by attaching a pseudo-header to the TCP segment. This 
consists of 3 × 32-bit words (12 octets) that contain the source 
and destination IP addresses, a octet set to 0, an octet set to 
6 (the protocol number for TCP in an IP datagram header) and 
the segment length (in words). It should be stressed that the 
pseudo-header is only used for purposes of calculation and is 
not actually transmitted.

Urgent pointer 
This is part of TCP’s mechanism for sending urgent data that 
is placed at the beginning of a frame. If the URG flag bit is set, 
this field indicates the position within the data of the last octet 
of the urgent data. 

Options 
A number of options is available including the Maximum Seg-
ment Size (MSS) specification facility. 

5.3 Ports
Arguably one of the most important features of TCP is the con-
cept of ports. The communication process between the trans-
port layer and the application layer involves identifying the ap-
plication that has requested a transport mechanism. The role of 
ports is to identify to which process on the machine data should 
be sent for further processing and thus port numbers allow TCP 
to deliver the data directly to the application process software 
on the relevant machine. 

Port identities are specified by a 16-bit number offering a 
range from 0 to 65 535. The port numbers are controlled by 
the Internet Assigned Numbers Authority (IANA) and can be 
divided into three groups: 

Well known ports
These port numbers, in the range 0 to 1023, are assigned by 

IANA to the server side of an application and are known globally 
to all TCP users; thus representing the ports to which standard 
applications listen. Examples include:
21 = ftp (File Transfer Protocol (Control))
23 = telnet (TELNET)
25 = smtp (Simple Mail Transfer Protocol) 
80 = www-http (World Wide Web HTTP)
161 = snmp (Simple Network Management Protocol) 
50 = modbus (Modbus-TCP)*

*See: Section 5.6: Modbus-TCP

Registered ports 
Port numbers in the range 1024 to 49 151 are numbers that 
have been registered by IANA as a convenience for the Internet 
community to avoid vendor conflicts. Server or client applica-
tions can use the port numbers in this range. Examples include 
port numbers registered for Microsoft Windows or for specific 
types of PLCs.

Dynamic ports
The remaining port numbers, in the range 49 152 to 65 535, are 
called dynamic, private or ephemeral ports and can be used 
freely by any client or server on an informal, ad hoc basis. 

5.4 Flow control
We saw earlier that TCP is referred to as a ‘reliable’ connection 
service. This is because TCP establishes a connection between 
two hosts before any data is transmitted. This means that it is 
possible to verify receipt of the packages at either end and to 
arrange for retransmission in the event of non-delivery due to 
lost or damaged packages.

In order to perform these tasks, TCP makes use of a variety 
of built-in elements: 

Sockets
The overall identification of an application process actually uses 
the combination of the IP address of the host it runs on and 
the port number that has been assigned to it. This combined 
address is called a socket. Sockets are specified using the fol-
lowing notation:

<IP Address>:<Port Number>

So, for example, if we have a web site running on IP address 
138.54.175.42, the socket corresponding to the HTTP server 
for that site would be 138.54.175.42:80. 

Sequence number
We saw in Chapter 4 that each IP datagram sent by a host is 
identified by a unique 16-bit number that is normally increment-
ed by one each time a datagram is sent.

Instead of sequencing each datagram, TCP sequences each 
octet in the segment. The first data octet in the segment is given 
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an arbitrary initial 32-bit sequence number. It is this sequence 
number of the first octet that is included in the TCP header. 
Each successive octet is incremented by one so that succes-
sive packets of the data stream have ascending sequence num-
bers. 

However, these numbers are not actually sent but are only 
incremented by the receiver in order to keep track of the number 
of octets. Thus, if there are 480 octets of data in each packet, 
the first packet might be numbered 0, the second 480, the next 
960, the next 1440, etc. In order to prevent a packet with a 
sequence number from an earlier connection arriving late and 
being mistaken for a sequence number from a current segment, 
the sequence numbering cannot start at zero each time. Ac-
cordingly, the sequence number is generated by a 32-bit clock 
generator that is initiated during boot-up and is incremented by 
one approximately every 4 µs.  When a connection is estab-
lished, the generator value is read into the TCP header as a 
‘random’ initial sequence number.

With an increment every 4 µs, the initial sequence number 
will wrap in about 4¾ hours, which should be more than suf-
ficient time to prevent delayed segments from a previous con-
nection getting mixed up with a new connection. 

Acknowledgement number
Assume two hosts, A and B (see Figure 5.3). When a connec-
tion is being established, the initiating host (Host A) reads a 
value (assume, as an example, a random number of 123) out 
of its sequence number counter and inserts it into the sequence 
number field   . The TCP header is then transmitted, without 
data, with the SYN flag set to 1, signalling that a connection is 
being established    .

Figure 5.3: Establishing a connection between two hosts, A and 
B.

On receipt of the transmission, the receiving host (B) responds 
by incrementing the sequence number by one (to 124)    and 
sending it back to the originating host as an acknowledgement. 
It also sets the ACK flag to ‘1’ to indicate that this is an acknowl-
edgement    .

At the same time, Host B has also read a random number 
value out of its sequence number counter (assume, as an ex-
ample, 345) and inserted it into the sequence number field   . 
The frame, which now includes a sequence number and an ac-
knowledgement, is sent back to the originating host (A) – again 
with its SYN set at 1    .

On receipt of the composite frame, Host A (the originator) 
notes that its own request for a connection has been complied 
with, increments the received sequence number by one and 
sends it back to Host B as an acknowledgment (346)    . Once 
this two-way ‘full duplex’ communication has been established, 
data is now sent from Host A to Host B – with Host B increment-
ing sequence numbers and Host B acknowledging them. These 
connections remain established until terminated.

From the foregoing, it can be seen that during the connec-
tion phase, the sequence numbers for both hosts are set up 
independently and that, therefore, the sequence number and 
the acknowledgment in any one header bear no relationship to 
each other.

Sliding window
From the aforestated, we can also see that once a connection 
is established, each packet needs to be acknowledged within a 
given time, to guarantee delivery. To this effect, the transmitting 
host starts a timer so that if no response is received from the 
destination host within a given time, the message will be re-
transmitted. However, if the originating host has to wait for each 
individual acknowledgment to be returned before sending the 
next one this, because of delays in the Round Trip Time (RTT), 
will be very time consuming and inefficient. 

The problem is overcome through the use of a sliding win-
dow that allows a transmitting host to send the data in a stream, 
without having to wait for an acknowledgement for every sin-
gle packet. The size of the window determines the maximum 
number of unacknowledged octets that are allowed in any one 
transmission sequence.

By default, Windows uses 8760 octets for Ethernet – al-
though this can be changed in the registry. This allows 6 × full 
Ethernet data frames of 1460 octets to be sent without acknowl-
edgment.

Generally, a window of 6 to 8 times the packet size is con-
sidered the most efficient. When protocols such as X.25 were 
prevalent, users were often advised to assume the much small-
er datagram size of 576 octets. As a result, users may come 
across smaller window size settings.  

5.5 User Datagram Protocol (UDP)
One of the major benefits of TCP is that it offers a connection-
based ‘reliable’ host-to-host communication service, enabling 
two hosts to establish a connection and exchange streams of 
data. TCP also guarantees delivery of data and that packets 
will be delivered in the same order in which they are sent. How-
ever, all these built-in functions and benefits come at the cost of 
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significantly larger additional overheads in terms of processing 
time and header size.

Not only that, but in many control networks, a reliable con-
nection is accomplished at the application layer. In such cases, 
we can make use of a much abbreviated form of the TCP called 
the User Datagram Protocol (UDP). 

The UDP header, as shown in Figure 5.4, only requires eight 
octets and its only real contribution is the assignment of the 
source and destination port numbers for use by the application 
layer. 

Figure 5.4: UDP header only requires eight octets and its only 
real contribution is the assignment of the source and destination 
port numbers for use by the application layer.

As can clearly be seen, UDP is not concerned with acknowl-
edging message receipt, correctly ordering received packets 
into meaningful messages, discarding duplicate packets or re-
questing retransmission of faulty packets.  And if the application 
layer is designed to provide this reliability of service there is 
no reason to duplicate the effort. Consequently UDP with its 
low overhead and rapid execution makes it very attractive for 
control networks. 

 
5.6 Modbus-TCP
Serial communication via RS-232/485 Modbus interfaces has 
been widely used throughout the industry for many years, with 
over 300 different interface devices available on the market.

In recent years, this unsung hero(ine) of the Fieldbus world 
has been given a new lease of life in the form of Modbus-TCP. 
Modbus-TCP not only allows Modbus to run on Ethernet at 
rates up to 100 Mbps but also makes use of TCP’s guaranteed 
delivery mechanism.

Modbus application protocol 
The application protocol is independent of the data transmis-
sion medium and is organised according to the client/server 
principle. 

The client sends a ‘request telegram’ calling for services 
and the server replies with a ‘response telegram’. The essential 
difference between the standard Modbus telegram and that of 
Modbus-TCP (see Figure 5.5) is that with standard Modbus the 
slave address, function code, data and CRC error check fields 
are sent as a complete frame whereas in Modbus-TCP, the ad-
dressing and error checking is handled by the underlying TCP 
protocol.

As shown, Modbus-TCP uses the TCP for data transmis-
sion of the Modbus application protocol – with the parameters 
and data encapsulated within the user data container of a TCP 
telegram.

Figure 5.5: Essential differences between the standard Modbus 
telegram and Modbus-TCP. 

 
Although the efficiency of Modbus-TCP is relatively high, at 

approximately 60%, in practice, the data transport rate is much 
lower because data transmission delays in the network limit the 
overall performance. According to one source (Michael Volz, 
‘Modbus-TCP: The quiet success story’ Control Engineering, 
Europe June 1, 2003), tests with a Momentum PLC showed 
that it was possible to service about 4000 remote I/O devices 
per second, each with 32 digital I/Os and 16 analogue values – 
roughly corresponding to the data transmission performance of 
a Profibus-DP System at 1.5 Mbps.
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