
4.1 Introduction
What may not have become clear in the preceding chapter on 
Ethernet is that for all its sophistication, Ethernet only defines 
the bottom two layers of the Open Systems Interconnection 
(OSI) model: the physical layer and the data link layer. Without 
some form of upper layer protocol management system, Ether-
net by itself would be useless. It could not enable communica-
tion between hosts* on different networks, perhaps separated 
by large geographical areas. It could not guarantee the delivery 
of messages over a network or between networks. And it cer-
tainly couldn’t provide fragmentation of messages that exceed 
the standard Ethernet frame length of 1500 octets†.

* Hosts refer to the end-to-end devices (e.g., computers) used on 
the internet.

†In order to conform to most of the literature produced on the sub-
ject of TCP/IP, we will make use of the term ‘octet’ (eight bits) in 
place of the term byte.

Today, the almost universally used protocol stack of choice is 
what is officially designated the ‘Internet Protocol Suite’, but 
more commonly referred to as simply, TCP/IP. The TCP/IP pro-
tocol stack is a complete suite of protocols, named after its two 
most important protocols: 
• Transmission Control Protocol (TCP)  
• Internet Protocol (IP). 

Figure 4.1 shows the TCP/IP protocol architecture. This is by no 
means exhaustive, but shows the major protocols and applica-
tion components common to most commercial TCP/IP software 
packages and their relationships. 

Figure 4.1: The Internet Protocol Suite showing the IP residing 
at the network layer and the TCP at the transport layer of the 
OSI reference model.

As indicated, the TCP/IP architecture is based on a four-layer 
model that was originally developed as part of a military project 
commissioned by the Advanced Research Projects Agency 
(ARPA) – later known as the Defence Advanced Research 
Agency or DARPA. The communications model used to con-
struct the system is still known as the ARPA model.

When compared with the seven-layer OSI model, it can be 
seen that although they were developed by different bodies at 
different points in time, both serve as models for a communica-
tions infrastructure with a high degree of similarity.

4.2 Data encapsulation
The Ethernet frame shown in Figure 4.2, comprising pream-
ble, start of frame delimiter, source and destination addresses, 
length/type field, data field, pad and frame check sequence, can 
be combined to form three fields: header, data and trailer. 

Figure 4.2: The Ethernet frame can be combined to form three 
fields: header, data and trailer.

The IP data, which sits above the data link layer, is called a data-
gram and is inserted into the data field of the Ethernet frame (see 
Figure 4.3.). This IP datagram has its own header and data fields 
but no trailer field. Similarly, data from the transport layer (in this 
example, TCP) – the layer sitting immediately above the IP layer 
– is inserted, together with its header, into the data portion of the 
IP datagram. The TCP data, plus its header, is termed a seg-
ment and, finally, the application layer inserts its data (together 
with its own header) into the data section of the TCP frame.

Within the protocol stack, insertion of data from an upper 
layer into the data field layer immediately below is called encap-
sulation. And the reversed process, extraction of the same data 
at the receiving end, is called demultiplexing.

Figure 4.3: Insertion of data from an upper layer into the data 
field layer immediately below is called encapsulation.

From the foregoing, we understand that the information sent 
over the data link layer is in the form of frames; the IP sends 
information down to the data link layer in packets that are in the 
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form of a datagram or a fragment of a datagram; and finally, the 
TCP sends segments down to the IP. 

4.3 Internet Protocol – general overview
The IP is responsible for addressing and routing datagrams and 
provides addressing, routing and fragmentation. Residing at the 
network layer, the IP sends and receives datagrams received 
from upper layer software. These datagrams are fed to the at-
tached data link layer (in this case Ethernet) that sends and 
receives the datagrams as a series of packets. 

Neither Ethernet nor IP provides a guaranteed data delivery 
service. In other words, they do not provide strict guarantees for 
the reception of data. Instead, IP makes use of what is termed 
a ‘best effort’ delivery service between source and destination 
addresses. 

This is sometimes referred to as ‘connectionless’ because 
there is no formal session established between the source and 
destination before the data is sent. Because IP does not guar-
antee end-to-end message delivery it is frequently termed an 
‘unreliable’ delivery service. The responsibility for ensuring that 
packets are not lost as they traverse the network is left to the 
transport layer (TCP).

4.4 IP header
The IP header shown in Figure 4.4 consists of at least 20 octets 
made up by 5 × four-octet words. The first three words provide 
control information, whilst the fourth and fifth provide address 
information. Further optional fields may be included in the head-
er up to a maximum of 60 octets. 

Figure 4.4: The IP header consists of at least 20 octets made up 
by 5 × four-octet words.

The fields contained in the headers and their functions are: 

Version
This four-bit field identifies the IP version. The current version of 
IP is Version 4, so this field will contain the binary value 0100, 
and the binary value 0110 identifies IPv6. The differences be-
tween IPv4 and IPv6 are discussed later.

Note: Other IP version numbers, besides 4 and 6, have been used. 
For example, 7 (0111) identifies TP/IX and 8 (1000) identifies PIP.

Internet Header Length (IHL)
This four-bit field indicates how many 32-bit (four-octet) words 
are in the header. The minimum length of the header is 20 oc-
tets so this field always has a value of at least 5 (0101). Since 
the maximum value of this field is 15, the IP header can be no 
longer than 60 octets. This allows up to 40 octets for options.

Type of Service (ToS)
The eight-bit ToS field allows an originating host to request dif-
ferent classes of service for the packets it transmits. The ToS 
field is intended to offer service precedence that treats high 
precedence traffic as more important than other traffic and is a 
three-way trade-off between low delay, high reliability, and high 
throughput. As shown in Figure 4.5, the field comprises a three-
bit field offering up to seven levels of precedence; a four-bit ToS 
field; and an unused bit (LSB) set to 0. 

Figure 4.5: The complete ToS field comprises a three-bit prec-
edence field; a four-bit ToS field; and an unused bit.

Although the precedence field appears to be a highly desirable 
feature, especially in control networks that require low delay 
and high reliability, it would seem doubtful that the majority of 
routers even look at these bits. Although this was a feature with 
great promise it was never really implemented. This is to be 
rectified in IPv6.

The remaining four bits in the ToS field are turned on one at 
a time, and are nominated as follows:
Bit 1: Minimise delay.
Bit 2: Maximise throughput.
Bit 3: Maximise reliability.
Bit 4: Minimise monetary cost.

Total length
This 16-bit field indicates the length (in octets) of the entire da-
tagram, including the header and data. Given the size of this 
field, the maximum size of an IP packet is thus 216 = 65 535 
octets – the maximum size of the segment handed down to the 
IP from the protocol above it.

If the datagram is larger than the maximum packet length 
that can be sent (e.g., 1500 octets for Ethernet) it will need to be 
fragmented into manageable successive packets. In this case, 
the total length field will represent the length of the fragment 
sent and not the length of the original datagram.

Identification
A unique 16-bit number identifies each datagram sent by a host. 
Normally, it will be incremented by one each time a datagram is 
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sent. However, in the case of fragmentation, the same identifier 
is attached to all fragments of the same datagram in order to 
reassemble the datagram at the receiving end.

Flags
The three-bit ‘flags’ field is also used for fragmentation and re-
assembly. The first bit is called the More Fragments (MF) bit, 
and is used to indicate the last fragment of a packet so that 
the receiver knows that the packet can be reassembled. The 
second bit is the Don’t Fragment (DF) bit, which suppresses 
fragmentation. The third bit is unused (and always set to 0). 

A DF set to ‘1’ informs the router not to fragment the data-
gram. If this cannot be done, an error message is returned.  

An MF bit set to ‘1’ indicates that there are more fragments to 
follow. If the MF is set to ‘0’, this indicates that either the data-
gram is not fragmented (first and only datagram) or it is the last 
fragment used in the fragmentation process. 

Fragment offset
The 13-bit fragment offset field is used to indicate the position of 
the fragment within the original datagram. In the first packet of 
a fragmented stream the offset is 0. In subsequent fragments, 
this field is used to indicate the distance or offset between the 
start of this particular fragment of data, and the starting point of 
the original frame. 

4.5 Fragmentation process 
Consider a datagram comprising an IP header plus 5616 octets 
of data. Since Ethernet has an upper limit of 1500 octets, this 
datagram clearly cannot be transported over the network as a 
single packet. The result is that it needs be fragmented with, 
in this example, the datagram broken down into four separate 
packets. The first three packets will be around 1500 octets and 
the last around 1200 octets. 

On receipt of the packets by the receiver each packet will 
have been ‘stamped’ with the same identifier number and will 
thus all be recognised as a fragment of the original datagram. 
However, because the four frames travel to their destination in-
dependently there is no guarantee that they will arrive in the 
correct order. The role of the fragment offset is to thus indicate 
the position of the fragment within the original datagram.

As we have seen, the actual offset amount is divided by eight 
before transmission. This means that the data size (i.e., the off-
set) must be a multiple of eight, which in turn means that a 
packet size of 1500 is unsuitable. Further, the fragment size 
cannot exceed 1480 octets since 20 of the 1500 octets must be 
allocated to the IP header that must be sent with each fragment. 

On this basis, the 5616 octets of data would be sent as three 
packets, each of 1480 octets, and a final packet of 1176 octets.

The procedure is shown in Figure 4.6. The first fragment is 
sent (with its IP header) with the DF flag set to 0 (default); the 
MF flag set to 1 (indicating more fragments to follow); and the 
fragment offset set to 0 (indicating that this is the first packet).

Figure 4.6: Fragmentation process.

The second fragment is now sent with the MF flag again set to 1 
to indicate that more fragments are to follow, and the fragment 
offset set to 185. This indicates the distance (8 × 185 = 1480) 
between the start of this particular fragment and the starting 
point of the first fragment. 

The third fragment is sent with the MF flag still set to 1 (indi-
cating more fragments to follow) and the fragment offset set to 
370. This again indicates the actual distance (8 × 370 = 2960) 
between the start of this particular fragment and the starting 
point of the first fragment.

The fourth fragment is sent with the MF flag set to 0 indicat-
ing that this is the last fragment and no more are to follow. Now, 
the fragment offset is set to 555 indicating that the distance be-
tween the start of this last fragment and the starting point of the 
first fragment is 8 × 555 = 4440.

Where possible, fragmentation should be avoided since it in-
creases data latency and increases the chances of a corrupted 
datagram. Fortunately, in most control networks, fragmentation 
is rarely an issue since control information packets do not usu-
ally exceed 256 or 512 octets.

Because only 13 bits are available for the fragment offset 
(instead of 16) and datagrams can be 65 535 octets in length, 
the actual offset amount is divided by eight before transmission.  

Time-to-Live (TTL)
This eight-bit (0 to 255) field is used by routers to prevent a data-
gram from a faulty transmission sequence endlessly circulating 
around an Internet; each router that sees this packet decrements 
the TTL value by one. When it gets to 0, the packet is discarded. 

Originally, the design called for the TTL to be decremented 
not only each time it passed through a router but also for each 
second the datagram was held up at a router for processing 
(hence Time-to-Live). In practice, modern routers are faster 
than earlier models; usually processing the datagram with-
in a second, and only decrement the field by one (minimum 
amount). As a result, the field has come to be treated as a ‘hop’ 
counter in which a ‘hop’ is an instance of a datagram being 
processed by a router. 
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Protocol
This eight-bit field indicates the next (higher) level protocol 
that resides above the IP in the protocol stack and which has 
passed the datagram on to the IP.

Usually the upper layer protocol is TCP (6) or, as we shall 
see in Chapter 5, UDP (17). Other well-known options include 
ICMP (1) and SMP (121).

Header checksum
The 16-bit checksum checks the integrity of the complete IP 
header. The originating host applies the checksum and all rout-
ers check the header for integrity. Because the TTL field would 
have been changed by the router, a new checksum must be 
generated when the datagram is resent and, finally, the check-
sum is reconfirmed by the receiving host.

Because the IP provides an unreliable service, this field 
checks only the header rather than the entire packet.

 
Source/destination address
These are the 32-bit source and destination IP addresses in-
cluded in the header. They are not MAC addresses.

Options
A set of options that may be applied to any given packet in-
cludes sender-specified source routing or security indication. 
The option list may use up to 40 octets (10 × four-octet words). 
The option fields must be at least 32-bits in length and must be 
padded to that amount if they are shorter. If there are no op-
tions, this field is null.

4.6 IP addressing
The first question to ask might be; “Why do I need an IP ad-
dress that is typically (e.g., IPv4) limited to 32-bits when I have a 
more-than-adequate physical addressing scheme already built 
into Ethernet?”

Variously known as the ‘MAC address’, ‘Network Interface 
Card (NIC) address’ or ‘physical address’, this 48-bit address-
ing scheme provides up to 248 × 2.8 = 1014 potential addresses.

The problem is that whilst the MAC address caters for closed 
network systems (albeit very large ones) it is not suitable for 
internet working. 

A message destined for a host on the source network is eas-
ily identifiable, but if it’s on another network altogether, the task 
becomes far more difficult. If we rely on the MAC address only, 
then when the message is forwarded onto the Internet Service 
Provider (ISP), the ISP routers will need to have a database of 
every single MAC address in the world – clearly an impossible 
task. 

The IP address, with its hierarchical structure, first defines 
the network and only then the identity of the host on that net-
work. The most common of these schemes, IPv4, makes use of 
a 32-bit length header that potentially provides up to 232 (4 294 
967 296) addresses.

Unfortunately, because portions of the IP address space 
have not been efficiently allocated and the traditional model of 
addressing does not allow the address space to be used to its 
maximum potential, there is a manifestly unfair distribution of 
addresses. For example, although more than half of all possible 
IPv4 addresses are assigned to ISPs, corporations and gov-
ernment agencies, only an estimated 69 million addresses are 
actually in use. And as the Internet continues to grow this finite 
number of addresses will eventually be exhausted. 

Fortunately, the life of IPv4 has been considerably extended 
through the adoption of what is termed a classless addressing 
scheme within, which has allowed better management of the IP 
addresses. 

A long-term solution can be found in the widespread deploy-
ment of IP Version 6 (IPv6), which makes use of a vastly in-
creased capacity 128-bit addressing scheme. Although sched-
uled for introduction in 1998, IPv6 has been continually delayed 
and, to date, too few routers have been adapted to recognise 
this format. Nonetheless, IPv6 is slowly being taken up and, as 
of late November 2012, IPv6 traffic share was reported to be 
approaching 1%.

At its inception the IP address space was divided into five 
classes: A, B, C, D and E. The first three classes (A, B and C) 
were originally allocated on the basis of the size (or clout) of the 
organisation. 

Thus, Class A addresses are reserved for large (mainly) 
government organisations, including the US Department of De-
fense); Class B addresses are intended for large corporations 
and ISPs (e.g., IBM, General Motors) and Class C for the ‘hoi 
polloi’ (the rest of us). 

Class D is used for multicasting and Class E reserved for 
testing and experimentation.  

Although the address is shown as a single 32-bit value, the 
format must include the class identifier; the identity of the net-
work (referred to as the ‘netid’) and the identity of the host on 
the network to which the data is to be sent (referred to as the 
‘hostid’).

Each class fixes the boundary between the network number 
and the host number at a different point within the 32-bit ad-
dress. 

A Class A address, e.g., identified by the prefix ‘0’, uses the 
first octet to identify the netid and the remaining three octets 
to identify the hostid. This means that the boundary point falls 
between the 7th and 8th bits (see Figure 4.7). 

Similarly, a Class B address is identified by the prefix ‘10’ 
and uses the first two octets to identify the netid and the remain-
ing two octets to identify the hostid. This means that the bound-
ary point falls between the 15th and 16th bits.  

And finally, Class C addresses are prefixed with ‘110’ and 
use the first three octets to identify the netid and the last octet 
to identify the hostid – with the boundary point falling between 
the 23rd and 24th bits.  
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Figure 4.7: The class prefix fixes the boundary between the net-
work number and the host number at different points.

Address notation
Suppose you are confronted with the following IP address:

10000101001101100101011110101010

How do you start to make sense of it? Well, the first thing is to 
split it up into octets to make it a little more readable:

10000101  00110110  010101111  0101010

Since it starts with 10 it’s a Class B address and the netid to 
hostid split comes after the first octet, as shown in Figure 4.8.

Figure 4.8: Since the address starts with 10 it’s a Class B ad-
dress and the netid to hostid split comes after the first octet.

This means that the netid is 000101  00110110 and the hostid is  
01010111  10101010. To assist us with large strings of binary 
numbers, each of the four octets is converted to decimal. Thus:

100010101  00110110  010101111  0101010

becomes:
                 138                54          175             42

and is written:  
  138.54.175.42

This notation is referred to as dotted decimal notation.

4.7 Masking
We’ve already seen that class prefixes are used by the proces-
sor to determine the break between the netid and the hostid. 
Thus, a Class A prefix of 0 lets us know that the boundary point 
falls between the 7th and 8th bits; a Class B prefix of 10 lets us 
know that the boundary point falls between the 15th and 16th 
bits; and a Class C prefix of 110 indicates the boundary point 
falling between the 23rd and 24th bits.

A somewhat simpler method is to make use of masking 
(sometimes referred to as net masking) in which we enter a 1 
for each bit that is part of the netid and a 0 for each bit that is 
part is the hostid.

Net masking for a Class A system is shown in Figure 4.9 
together with its decimal and decimal dotted equivalents.

 

Figure 4.9: Net masking for a Class A system together with its 
decimal and decimal dotted equivalents.

4.8 Subnetting
Clearly, a Class A address with nearly 17 million hosts on a 
single network is totally unmanageable. The volume of traffic 
alone would render the network ineffectual. Similarly, a Class 
B address with only (?) 65 534 hosts per network is equally 
unmanageable.

The solution lies with subnetting, which allows a single 
Class A, B, or C network to be divided into number of smaller 
sections. Instead of the normal two-level hierarchy, subnetting 
supports a three-level hierarchy that creates additional network 
IDs at the expense of host IDs. Figure 4.10 shows the basic 
concept of subnetting, which is to divide the standard hostid 
field into two parts – the subnetid number and the hostid. In 
other words, we steal bits from hostid and use them for a subnet 
number. Thus instead of:

netid + hostid

the IP address is now:

netid + subnetid + hostid

Figure 4.10: Subnetting involves dividing the standard address 
hostid field into two parts: the subnet number and the hostid. 
This example shows a Class C address.
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Let’s assume an organisation wishes to split its structure into 
four separate entities, each with its own network: e.g., market-
ing, manufacturing, administration and accounts.

The first question is, “How many bits do we need to steal?” 
Let’s see how many networks we can identify using two bits. As 
we see in Table 4.1 it’s only two because we can’t use all 1s 
or all 0’s. 

Table 4.1: A two-bit subnet identifier only allows us to identify 
two subnets since we can’t use all 1s or all 0s. 

Subnet ID number Use for:

00 Not allowed

01 Subnet 1

10 Subnet 2

11 Not allowed

Following this argument, the requirement for four subnets would 
require three bits (see Table 4.2). This in fact caters for up to 
six subnets and if we only create four, we shall see that this is 
wasteful. 

Table 4.2: A three-bit subnet identifier allows us to identify six 
subnets.

Subnet ID number Use for:

000 Not allowed

001 Subnet 1

010 Subnet 2

011 Subnet 3

100 Subnet 4

101 Subnet 5

110 Subnet 6

111 Not allowed

It follows that the number of subnets we can create is given by:
Number of subnets = 2x − 2
where:
x = number of bits
This is shown in Table 4.3. 

Table 4.3: The number of bits required to create a given number 
of subnets.

Number of bits Number of Subnets

2 2

3 6

4 14

5 30

6 62

7 126

8 254

9 510

10 1022

Let’s go back to our requirement for four subnetworks. The 
problem, of course, is that every bit ‘stolen’ for use in subnet-
ting, reduces the hostid by one. Thus, in the example above 
where we’re required to set up four subnetworks using three 
bits, this only leaves five bits out of the octet for the actual hostid 
(see Figure 4.11).

Figure 4.11: Subnetting involves dividing the standard address 
hostid field into two parts – the subnet number and the hostid. 
This example shows a Class C address.

Again, it follows that the number of hostids we can create is 
given by:

Number of hostids = 2x − 2
Which, in this case where we have only five bits = 30.

Now we can see why subnetting can be inefficient. Without sub-
netting, a Class C address system caters for up to 254 hostids. 
With six subnets (the maximum allowed) we’ve reduced the to-
tal number of hostids from 254 to 6 × 30 = 180.

And if we only use four of the available six, we’ve reduced the 
total number of hostids from 254 to 4 × 30 = 120.

So, although subnetting is essential in Class A and B networks, 
it is not very efficient in terms of hostid allocation.

Subnet masking 
To implement subnetting, we make use of subnet masking in 
which the mask is extended to cover the bits used for the sub-
netid. In our example, we make use of three-bits for the sub-
netid and thus the subnet mask would be extended to cover 
them (see Figure 4.12).

Figure 4.12: In subnet masking the mask is extended to cover 
the bits used for the subnetid.
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4.9 Classless addressing
We saw earlier that because Internet addresses were only as-
signed in three sizes, there were a lot of wasted addresses. 
Indeed, while the Internet was running out of unassigned ad-
dresses, only 3% of the assigned addresses were actually be-
ing used.

To alleviate this problem, a new addressing scheme has 
been introduced and is called Classless Inter-Domain Routing 
(CIDR). 

As the name implies, classless addressing completely elimi-
nates prior notions of classes. Instead of the traditional Class 
A, B, and C network addresses, CIDR replaces them with a 
network prefix that allows Internet blocks to be arbitrarily sized 
networks rather than the standard eight-bit, 16-bit, or 24-bit net-
work numbers associated with classful addressing. 

In the CIDR model, a subnet bit mask (or prefix length) is 
used to show where the line is drawn between the network ID 
and the host ID. In the example shown in Figure 4.13, the net-
work is thus specified as 186 . 65 . 152 . 0/22. The 22 shows 
that the netid is 22 bits long and the hostid is 10 bits in length, 
thus catering for 1022 hosts (210 − 2). 

This is termed CIDR notation (otherwise known as slash 
notation). The IP address advertised with this /22 prefix could 
be a former Class A, B, or C address. Routers that support 
CIDR do not make assumptions based on the first three bits of 
the address but rely on the prefix length information provided 
with the route. 

CIDR currently uses prefixes ranging from 13 to 27 bits (see 
Table 4.4). Thus, blocks of addresses can be assigned to net-
works as small as 32 hosts or to those with over 500 000 hosts. 
This caters for address assignments that much more closely fit 
an organisation’s specific needs.

Figure 4.13: In the network specified as 186 . 65 . 152 . 0/22 – 
the 22 shows that the netid is 22 bits long and the hostid is 10 
bits long.  

Table 4.4: CIDR prefixes.

CIDR block prefix Number of host addresses

/27 30 hosts

/26 62 hosts

/25 126 hosts

/24 254 hosts

/23 510 hosts

/22 1022 hosts

/21 2046 hosts

/20 4094 hosts

/19 8190 hosts

/18 16 382 hosts

/17 32 766 hosts

/16 65 534 hosts

/15 131 070 hosts

/14 262 142 hosts

/13 524 286 hosts

4.10 Address Resolution Protocol (ARP)
Sitting at the same level (Internet Layer) as the IP (see Figure 
4.1) is the Address Resolution Protocol (ARP).

Networking hardware such as switches, hubs and bridges 
operate on Ethernet frames and therefore make use of MAC 
addresses to communicate with each other – unaware of the 
higher layer data carried by these frames. Consequently, when 
an incoming packet destined for a host machine on a particular 
LAN arrives at a gateway, it needs to find a MAC address that 
matches the IP address. 

The role of the ARP is simply to translate the IP address to 
the physical address of the destination host – using a lookup ta-
ble called the ARP cache. If the address is found, the datagram 
transmission proceeds. However, if the address is not found in 
the ARP cache, a broadcast, called the ARP request, is sent 
to all hosts on the local network. This ARP request includes the 
originator’s IP and physical addresses as well as the requested 
IP address.

If one of the hosts on the network recognises its own IP ad-
dress in the request, it sends an ARP reply back to the request-
ing host. The reply, containing the host MAC address and any 
source routing information, is stored in the ARP cache of the 
requesting host. All subsequent datagrams to this destination 
IP address can now be translated to a physical address, which 
is used by the device driver to send out the datagram on the 
network. 
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