
3.1 Introduction
Previous versions of this handbook have dealt extensively with 
Ethernet so it is not our intention to revisit all the basics. How-
ever, because Smart Grid protocols are increasingly reliant on 
Ethernet/IP/TCP, it is necessary to look at some of the more 
advanced features of this family – especially in regard to Wide 
Area Networks (WANs).

Originally developed by Xerox, Ethernet is based on the 
ALOHA radio network set up at the University of Hawaii. An 
Ethernet consortium, comprising Xerox, DEC and Intel, the DIX 
consortium, gave rise to what is termed the ̀ Ethernet Blue Book 
2’ specification or, more commonly, ‘Ethernet II’. In 1983, the 
IEEE in an effort to develop an open network standard, issued 
the IEEE 802.3 specification. 

The Ethernet standard defined by the IEEE 802.3 specifica-
tion defines the network-to-operations called for in the Physical 
and Data Link Layers. This covers rules for configuring Ethernet 
LANs, the type of media that can be used, and how the ele-
ments of the network should interact. 

Ethernet is a peer-to-peer network based on the Carrier 
Sense Multiple Access/Collision Detect (CSMA/CD) access 
protocol and uses ‘baseband’ transmission. As distinct from a 
‘broadband’ transmission system, in which a number of trans-
missions can take place simultaneously using multiple carriers, 
baseband transmission uses the full bandwidth of the system 
for a single transmission. Ethernet networks can be configured 
in either star or bus topology and installed using any one of 
three different media as defined by the IEEE 802.3 standard.

3.2 Frame format
Figure 3.1 shows the IEEE 802.3 frame format.

Figure 3.1: The IEEE 802.3 format. 

Preamble and SFD
In the IEEE 802.3 frame, the preamble comprises a group 
of seven bytes – each with the data pattern 10101010. In an 
industrial Ethernet system, this produces a 100 MHz square-
wave that is used to synchronise the receiver clock to that of 
the transmitter.

This is followed by the Start Frame Delimiter (SFD), compris-
ing a single byte with the pattern 10101011 and is recognised 
by the receiver as the commencement of the address field. 

It should be noted that the preamble is not considered as 
part of the frame when considering the overall frame size. 

Destination/source addresses
Each Network Interface Card (NIC) is assigned a six-byte 
unique permanent address, often referred to as the ‘Media Ac-

cess Control (MAC) address’ or more simply, the ‘adapter ad-
dress’. This means that, theoretically, a total of 248 (2.8 × 1014) 
addresses is available. In reality, the six-byte field is split into 
two three-byte blocks in which the first block is assigned to 
a specific manufacturer by the IEEE Standards Association 
(http://standards.ieee.org/regauth/oui/). The second block al-
lows the vendor to provide a unique identifier for each device it 
builds (i.e., 16 million possible addresses).

When a frame is broadcast, each Ethernet device attached 
to the network reads in the frame up to at least the destination 
address. If it does not match the device’s MAC address the in-
terface ignores the rest of the frame.

Note: The source address is not used by the MAC protocol but is 
transmitted as an aid for higher level protocols.

Length/type indicator
In the original Ethernet II standard, it was intended that the data 
link layer would not provide a guaranteed delivery of data but 
that this would be carried out by a higher level protocol. As a 
result, this two-byte field was used to identify the type of higher 
level protocol carried within the data field. A hexadecimal value 
of 0 × 0800, e.g., refers to an IP packet.

In the IEEE 802.3 standard, this field is now the length/type 
field, with the value of the hexadecimal number indicating its 
role. The maximum length of the data field is 1500 and thus, if 
the value is 1500 (0 × 05dc) or less, the field indicates length. 

As we shall see later, the minimum size of the data field is 46 
bytes. If the number of bytes is likely to be less then pad data 
must be added automatically to bring it up to a total of 46 bytes. 
Thus the length field is used to determine whether the pad data 
needs to be retained or discarded.

But if the value is 1536 (0 × 0600) or more, the field is indicat-
ing type, designating the type of higher level protocol. The range 
1501 to 1535 (0 × 05dd to 0 × 5ff) is purposely left undefined.

Data
The data field can vary in length from a minimum of 46 bytes to 
a maximum of 1500 bytes. If a message is greater than 1500 
bytes a higher level protocol can be used to carry out fragmen-
tation and send in subsequent frames.

Pad
The pad field is used to pad out any frame that does not meet 
the minimum data frame length. Since the value in the length 
field must be valid, the receiver can discard the pad data as 
being irrelevant.

FCS
Frame Check Sequence (FCS) is based on a 32-bit Cyclic Re-
dundancy Check (CRC). 

Note: The Ethernet data link layer contains no mechanism to in-
form the transmitting node that a reception was accepted or re-
jected. This task is left to an upper level protocol.
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3.3 Medium access control
When a node wishes to transmit, it must first monitor the bus 
and ascertain that there is no traffic. This is the ‘carry sense’ 
component of the CSMA/CD protocol.

Once the bus is quiet, the node continues to defer for a fur-
ther 96 bit times (at 100 Mbps this is 0.96 µs) referred to as the 
Interframe Gap (IFG). The node is now free to transmit a single 
frame and, in the example shown in Figure 3.2, Station A com-
mences transmitting. While it is transmitting it is also listening to 
ensure that no other nodes have started transmitting simultane-
ously (see Figure 3.2 (a)).

Figure 3.2 (a) and (b): Collision detection.

If at this point, before the signal from Station A has time to prop-
agate down the bus, Station B has also listened and found the 
bus to be quiet, it too is free to transmit (see Figure 3.2 (b)). 

Figure 3.3 (c) and (d): Collision detection.

A short time later, when the signals ‘collide’ the overlap will 
cause the dc voltage level to rise (see Figure 3.3 (c)). This ‘col-
lision’ now propagates down the line in both directions. Since 
Station B is closer to the collision point it will be the first to detect 
that the bus levels differ from those it has been transmitting and 
that a collision has occurred (see Figure 3. 3 (d)). 

Station B immediately sends a ‘jam’ signal of 32 bits (see 
Figure 3.4 (e)) and stops transmitting. When the collision has 
propagated as far as Station A, it too recognises that a collision 
has occurred and sends a jam signal (see Figure 3.4 (f)). Both 
stations now back off for an individually random period of time, 
determined by a back-off algorithm, before being allowed to lis-
ten on the bus again.

Figure 3.4 (e) and (f): Collision detection.

It should now be apparent that the ‘CSMA’ aspect of Ethernet 
implies that any random signal found on the bus will prevent 
all nodes from gaining access. More specifically, any node that 
becomes faulty and broadcasts continuously will jam the whole 
system. Each NIC therefore incorporates a ‘jabber’ control that 
disconnects the node from the bus should it detect excessive 
transmission activity.

Slot time
Plainly, collision detection is an important aspect of the CSMA/
CD system. In other words, if two nodes transmit simultaneous-
ly, a collision must occur. If the distance between Station A and 
Station B (see Figure 3.4 (f)) is sufficiently long, so that by the 
time the ‘collision’ has propagated as far as Station A it has fin-
ished transmitting its frame then, very simply, Station A’s frame 
will have been corrupted but it will not be aware of the fact. 

From the foregoing, it is apparent that for a collision to be 
detected, the total propagation time from one end of a maxi-
mum-sized network to the other and return must be less than 
the frame period. For a 100 Mbps Ethernet system, this time, 
known as the slot time, is taken as 512 bit times e.g., 5.12 µs. 
Put another way, the time it takes to transmit a 512-bit frame 
is slightly longer than the actual amount of time it takes for the 
signals to get to one end of a maximum sized Ethernet. 

3.4 Back-off algorithm
The back-off algorithm is designed so that if a collision is detect-
ed, the transmitting stations are backed off for an individually 
random period, before attempting a new transmission sequence.
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The back-off period is an integer multiple of the slot time 
which, for a 100 Mbps system, is 5.12 µs. The integer (r) that is 
used to multiply the slot time is calculated as:

0 ≤ r < 2k

where:
k = min (n, 10)

The value of r can thus range from 0 to one less than 2 to the 
exponent k. And the variable k is the number of transmission 
attempts (collisions) – limited to a maximum of 10. Thus, as the 
number of collisions increases, the range of the back-off times 
will increase exponentially to a maximum of r = 1023. This is 
shown in Table 3.1.

Table 3.1: Range of back-off times on a 10 Mbps system. Back-
off times increase exponentially with the number of collisions. 

Collision 
number (k)

Range of random 
numbers (r )

Back-off 
time (µs)

1 0 – 1 0 – 51.2 

2 0 – 3 0 – 153.6 

3 0 – 7 0 – 358.4 

4 0 – 15 0 – 768.0 

5 0 – 31 0 – 1 587.2 

6 0 – 63 0 – 3 225.6 

7 0 – 127 0 – 6 502.4

8 0 – 255 0 – 13 056.0

9 0 – 511 0 – 26 163.2

10 0 – 1023 0 – 52 377.6

11 0 – 1023 0 – 52 377.6

12 0 – 1023 0 – 52 377.6

13 0 – 1023 0 – 52 377.6

14 0 – 1023 0 – 52 377.6

15 0 – 1023 0 – 52 377.6

16 N/A Discard frame

Although the back-off time is capped after collision number 10, 
if the station continues to encounter collisions after 16 attempts, 
the frame is discarded. This is called a truncated binary expo-
nential back-off algorithm, where binary exponential refers to 
the power of 2, and truncated signifies the limit set on the size 
of the exponential.

Assume two Stations, A and B, begin to transmit simultane-
ously and produce a collision. Both are backed off for either 0 
or 1 slot times i.e., 0 or 51.2 µs. There is now a 50-50 chance 
that they will both have the same value and thus again start 
transmitting simultaneously. On the second collision they will 
now back off for either 0, 1, 2 or 3 slot times – reducing the prob-
ability of a collision to 25%.

If we assume Station A wins the contention, its collision timer 
is cleared to zero while the collision timer of Station B will contin-
ue incrementing, backing off for 0, 1, 2, 3, 4, 5, 6 or 7 slot times. 

Now, let’s see what could happen.   
Again assume that Stations A and B attempt to transmit si-

multaneously and produce a collision. Both are backed off and 
on the next collision Station A wins the contention and its colli-
sion timer is cleared to zero. In the meantime, the collision timer 
of Station B will increment to 0, 1, 2 or 3 slot times.

Station A in the interim wishes to transmit more data. But, 
because its collision time has been set to zero it’s starting off 
with an advantage and there is thus a greater probability of it 
winning contention.

If Station A again wins contention and its collision timer is 
cleared to zero, Station B is at an even greater disadvantage 
since it is now backed off for 0, 1, 2, 3, 4, 5, 6 or 7 slot times. 

The problem now is that any new station wishing to transmit 
data will have an advantage over Station B. This phenomenon, 
called channel capture, shows that access to the network is 
neither fair nor predictable.

However, the reality is that few users actually experience 
channel capture. It is important to appreciate that in the preced-
ing example, Station B is not required to pick the largest integer 
but any single one in the range it has been allocated. This is 
just as likely to be 0 as a higher number. Further, segmentation 
using switching hubs limits the number of nodes contending for 
access on any given channel and this again reduces the pos-
sibility of channel capture. 

3.5 Hubs and switches
Until the advent of switching technology, networks made use of 
a (physical) star topology in which the nodes were connected 
to a hub or concentrator – with a maximum node-to-hub length 
of 100 m. Clearly, this limited the size of the LAN – generally 
confining it to a fairly small location e.g., a single building.

The cable comprised two pairs – one for transmitting and the 
other for receiving – terminated at each end with RJ-45 connec-
tors. As shown in Figure 3.5, the hub provided internal buffering 
for input and output. Although the physical topology was a star, 
the internal buffering at the hub allowed the system to be con-
sidered as a logical bus topology.

Figure 3.5: Hub provides internal buffering for input and output.

The advent of the ‘switch’ to replace the formerly used ‘hub’ in 
Ethernet technology, opened a new vista in networking possibil-
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ities – moving away from the constraints of what was essentially 
a ‘star’ based topology to WANs and complex mesh layouts.

Unlike a hub, a switch does not simply transmit the frame to 
every port but will determine the datagram’s destination by first 
checking the MAC address and then forwarding it to the appro-
priate port. In this manner, none of the other nodes connected 
to the node will be sent the datagram.

When a switch is first powered on, its MAC filter table is empty. 
Assume Node 1 transmits a datagram addressed to Node 3 (see 
Figure 3.6): since the MAC filter table is empty and the switch has 
no indication of the location of any of the nodes, the datagram will 
be forwarded to Nodes 2, 3, 4 and 5. At the same time, the switch 
places Node 1’s source address in the MAC filter table – remem-
bering the interface (Interface 1) to which Node 1 is connected. 

Figure 3.6. Since the switch has no indication of the location of 
any of the nodes, the datagram will be forwarded to Nodes 2, 3, 
4 and 5. In addition, the switch stores Node 1’s source address 
in the MAC filter table whilst also remembering the interface 
(Interface 1) to which Node 1 is connected. 

Assume Node 3 now answers and sends a datagram back, the 
switch will place its source address in the MAC filter table – as-
sociating this address with the interface that received the frame. 
Since the switch has two MAC addresses in the filter table, the 
devices can make a point-to-point connection and the datagrams 
will only be forwarded between the two devices (see Figure 3.7).

Typically, switches can hold up to 8000 MAC addresses. 
However, once the table is full, and this might take only a few 
minutes, the switch will start over-writing the entries – starting 
with the first MAC address entry. Consequently, if a node re-
mains quiescent for more than five minutes (the default time), 
its MAC address may well be removed from the filter table. Sub-
sequently, any datagrams destined for this particular node will 
be forwarded to all the ports on the switch.

In summary, the switch analyses all the data packets as they 
arrive and directs them onto the port where the correspond-
ing user is located (see Figure 3.8). Each switch requires an 
address/port assignment table in order to correctly redirect the 
datagrams – with the assignment of a destination address to a 
specific port in the switch being stored in this table. 

Figure 3.7. When Node 3 answers and sends a datagram back, 
the switch will place its source address in the MAC filter table 
– associating this address with the interface that received the 
frame. Since the switch has two MAC addresses in the filter 
table, the devices can make a point-to-point connection and the 
datagrams will only be forwarded between the two devices.

Figure 3.8: The address/port assignment table redirects the da-
tagrams to a specific port in the switch. 

The destination address of an incoming data packet is analysed 
with the aid of this table, and the data package is passed on 
immediately to the corresponding port.

3.6 Collision domains
Previously, we have seen that Ethernet based on CSMA/CD 
is probabilistic – making it unsuitable for use in industrial ap-
plications where the need is for real-time (deterministic) com-
munications. 

However, Ethernet is probabilistic only if collisions are al-
lowed to occur. It thus follows that in order to implement a de-
terministic system, collisions must be avoided. This may be 
implemented through the use of switches and full duplex links. 

The term collision domain refers to a single Ethernet sys-
tem in which all the nodes are part of the same signal timing 
field. In other words, if two or more nodes transmit at the same 
time, a collision will occur. 

A collision domain may include several segments (see Fig-
ure 3.9) linked through repeaters (hubs).
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Figure 3.9: A collision domain may include several segments 
linked through hubs (repeaters).

In Figure 3.10, two collision domains are linked using a switch. 
Unlike a repeating hub, each switch port acts as though it were 
the originating device by assuming its source address. In this 
way, the collision domain is terminated at the switch port, effec-
tively segmenting the network into separate collision domains.  

Figure 3.10: Linking two collision domains with a switch effec-
tively segments the network into separate collision domains.  

Figure 3.11: If each collision domain is only a single device, full-
duplex operation is possible with no collisions. 

It is important to recognise that communication within a single 
collision domain is half-duplex: a node either transmits or re-

ceives but cannot perform both actions at the same time. How-
ever, if each collision domain is only a single device (see Figure 
3.11), full-duplex operation is possible with no collisions.

3.7 LANs to WANs
Let’s step back a moment and look at a conventional hub-based  
Local Area Network (LAN), in which the nodes communicate 
over a star-connected topology. As illustrated in Figure 3.12, 
communication with other LAN segments to form a Wide Area 
Network (WAN) requires the use of routers – whose interfaces 
are part of the associated LAN collision domain.

A major drawback to the use of routers is that in order to 
determine destinations and route the data to the appropriate 
end node, they require a large overhead and thus add latency*.

* Latency is the delay between the time a device requests access 
to a network and the time it is granted permission to transmit. It 
is also the delay between the time when a device receives a frame 
and the time that frame is forwarded out of the destination port.

Figure 3.12: Communication with other LAN segments to form 
a WAN requires the use of routers – whose interfaces are part 
of the associated LAN collision domain.

3.8 Virtual LANs (VLANs)
VLANs are groups of devices that are on different physical LAN 
segments, but which can communicate with each other as if they 
were all on the same physical LAN segment. This allows us-
ers to define broadcast domains without the constraint of physi-
cal location, and improves security. This is particularly relevant, 
e.g., in separating process control systems from IT systems.

Whilst the creation of VLANs was possible using a hub-
based system together with routers, it was, at best, a clumsy 
solution. However, another major feature of a switch is that it 
can partition a LAN into several smaller VLANs to create the 
same network divisions, within separate broadcast domains, 
but without the latency problems of a router. 

A switch cannot do this, however, by itself and needs to be 
instructed. This is the role of the VLAN tag.
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3.9 VLAN tag
To implement the creation of VLANs IEEE 802.1p/q has intro-
duced a four-byte ‘VLAN’ tag (see Figure 3.13). 

Figure 3.13: Four-byte VLAN tag according to IEEE 802.1p/q. 

The tag is inserted into the Ethernet frame between the source 
address and length/type fields and raises the total number of 
bytes in the frame from 1518 to 1522. 

Let’s deal with the two most important fields first:

VLAN Identifier (VID) 
This 12-bit field uniquely identifies the VLAN to which the Eth-
ernet frame belongs. Whilst the values of 0 × 000 and 0 × FFF 
are reserved, all other values may be used – allowing up to 
4094 VLANs. 

Priority Code Point (PCP)
Having implemented a pseudo-deterministic system through 
the use of switches and full duplex links, we’ve now got a dem-
ocratic system and have taken out the element of ‘unfairness’ 
due to collision detection. However, there is still a remaining 
problem – real-time packets will always be added to the end of 
the queue on a first-come, first-served basis.

The three-bit field PCP field provides a mechanism for pri-
oritisation by prioritising different classes of traffic. A ‘1’ repre-
sents the lowest priority whilst ‘7’ represents the highest.  

The remainder of the tag is structured as follows:

• Tag Protocol Identifier (TPID): A two-byte field that is al-
ways set to 0 × 8100 to indicate the presence of an IEEE 
802.1q VLAN tag. This field is located at the same position 
as the EtherType/length field in untagged frames, and is 
thus used to distinguish the frame from untagged frames.

• Drop Eligible (DE): A one-bit field that may be used sepa-
rately or in conjunction with PCP to indicate frames eligible 
to be dropped in the presence of congestion. This field was 
formerly designated the Canonical Format Indicator (CFI), 
which was used for compatibility reasons between Ethernet 
and Token Ring networks. It was always set to ‘0’ for Ether-
net switches.
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