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With the technological leaps and bounds made in recent years, 
remote control and automation of industrial and utility sites is 
becoming commonplace. Automation saves time, money and 
manpower, especially when it comes to responding to incidents 
on site.

The ability to monitor, control and troubleshoot devices remotely 
allows engineers to respond to any incident quickly and efficiently 
from a central location. Programmable Logic Controllers (PLCs), 

Remote Terminal Units (RTUs) and Intelligent Electronic Devices (IEDs) 
at various remote sites need to communicate with one another (for 
interlocking purposes) as well as to a central control room via a Su-
pervisory Control and Data Acquisition (SCADA) system. Adding video 
surveillance allows operators to view a remote site before starting or 
stopping any machinery to increase safety to hardware and personnel. 
An audio communications system set-up on the site allows engineers 
to communicate effectively from different areas - this can also cater 
for areas with no coverage for walkie-talkies or cellular phones - again 
saving time as well as increasing production and safety. 

Device and access logging allows post-incident revision and analysis 
to determine what went wrong and prevent the incident from reoc-
curring. A combination of the video surveillance (time synched with a 
SCADA system for accurate reviewing) and access control systems 
(biometrics, access logging) provides a strong security system that 
needs to be monitored from a central control room. The various sys-
tems, however, require a method of communicating with one another 
for them to be effective. For this reason the communications system 
can be thought of as the central nervous system of any control and 
automation system.

Standard
Ethernet is an open family of networking technologies, standardised 
by the IEEE (Institute of Electrical and Electronics Engineers) under 
the designation IEEE 802.3 [1]. The first of the 802.3 [1] standards 
was ratified in 1983, with new standards and amendments to existing 
standards being released constantly, including plans for standards to 
be released only in 2014. 

This tells us that Ethernet is around to stay, and will not easily be 
replaced in the near future. Hundreds of companies worldwide produce 
Ethernet equipment and because of the open standards with which this 
hardware must comply in order to be considered Ethernet hardware, 
the equipment is all compatible. This means that employing Ethernet as 
a communications technology does not vendor-lock users into buying 
from a single manufacturer. This in turn leads to a highly competitive 
market, which prevents the technology from stagnating as manufactur-
ers try to offer more features and better hardware. 

Ethernet can cater for mission and time critical data transmis-
sions; however, this does require knowledgeable planning, design and 
configuration. Often an engineer is placed in charge of the Ethernet 

network. As Ethernet is much more complex than older point-to-point 
communications such as serial, it can often be intimidating to plan a 
mission critical network without a strong understanding of the full 
functionality offered by it. This can lead to under-configured networks, 
which in turn, can lead to a network that is not performing properly 
and causing many more headaches than it solves. For this reason, a 
thorough understanding of Ethernet and the functionality available within 
it is essential when designing a mission critical network. 

Cable redundancy
Once the hardware has been chosen and it is confirmed that the system 
will provide the port count and backbone bandwidth required, the next 
aspect to look at is cable redundancy, as cabling, whilst only 10% or 
less of the cost, accounts for over 60% of the network downtime that 
might be experienced. As we are talking about mission critical networks, 
redundancy needs to be in place to ensure as much uptime as possible 
and that end devices can communicate stably across the network to 
other end devices. Ethernet provides many different methods of re-
dundancy, from cable redundancy to device redundancy. 

Cable redundancy is most commonly achieved using a redundancy 
protocol such as RSTP (Rapid Spanning Tree Protocol). Other propri-
etary redundancy protocols are available from various manufacturers, 
however using a proprietary protocol means one becomes vendor 
locked into using only that manufacturer’s hardware - although some 
manufacturers do offer proprietary protocols that are backwards com-
patible with IEEE Standards. RSTP, on the other hand, is standardised 
under IEEE 802.1w for compatibility purposes.

Physical traffic loop on network
In Ethernet, a physical traffic loop on the network, when not using a 
redundancy protocol such as RSTP, can cause the end devices on the 
network to crash as they lose communications, because continuous 
duplication of every packet can flood the network. A switch will not 
send traffic out from a port on which it received the traffic. 

However, a broadcast will be transmitted out of every other port 
in the same VLAN. If there is a loop on the network this will cause 
the same traffic to constantly circle the network and traffic can expo-
nentially increase to the point of failure as other data struggles to be 
transmitted. A redundancy protocol such as RSTP works by disabling 
links so as to prune loops out of the network. However, in the event 
of one of the active links failing, a redundant link will be activated to 
provide a path for traffic to travel the network without duplicating data 
as in the case of a loop. 

These protocols ensure that in the event of one or more cable 
breaks - depending on the complexity of the spanning tree set-up - net-
work integrity will be maintained. RSTP will provide network recovery 
times of up to 30 seconds in the worst case scenario, with a mesh 
topology of up to 11 switches. However, this can often be too slow a 
recovery time for mission critical applications and often will not cater 
for the expandability required. 

Diversity of Ethernet
By D Kowensky

The basis for any plant information, including energy-related 

information, must be a communication backbone that allows you 

to interconnect various instruments and processors. Ethernet offers 

numerous advantages in both building and plant automation systems.
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Traffic control
The next point of discussion is traffic control. First, a slight understand-
ing of the nature of Ethernet communication types is needed. The first, 
and most standard, communication type is unicasting. This is simply a 
one to one traffic flow between two end devices. When browsing a file 
server, printing to a printer, configuring a PLC, or any similar application, 
one is using unicast communications. The next type of communica-
tion is broadcast traffic. This is when a single device sends out traffic 
to every other device in his network. Each end device is obligated to 
inspect all broadcast traffic, even if that traffic is not relevant to the 
end device, in which case the end device opens the packet, inspects 
it and then discards it. This means that broadcast traffic puts quite a 
large strain on the end devices as they have to dedicate processing 
power to the task. Excess broadcast traffic on a network (known as a 
broadcast storm) can cause devices to have problems communicating 
with the rest of the network. Traffic control design should be planned 
and implemented on any critical network using VLANs (Virtual Local Area 
Networks). VLANs provide a method of logically separating network 
traffic over the same physical topology. What this means is that using 
VLANs, devices are separated into logical groups. 

Each of these logical groups is separated from the other unless 
a router is used to route between VLANs. This means that broadcast 
and multicast traffic will be isolated to the VLAN it originated from. So 
for instance, IP Video traffic would belong to one VLAN, VoIP traffic to 
another, control traffic to a third, etc. However, you may also need a 
SCADA machine in the control room to be able to communicate with 
many devices in different VLANs. This is where one would introduce 
a router to the network to allow controlled communications between 
VLANs.

Multicast traffic
Multicast traffic is one device talking to many devices - but not neces-
sarily all. With the correct configuration multicast traffic will only be 
delivered to end devices that require it, but without this configuration, 
multicasts can easily be as devastating as broadcasts. A method of 
multicast traffic control per VLAN is to use IGMP (Internet Group 
Management Protocol) or GMRP (GARP [Generic Attribute Registration 
Protocol] Multicast Registration Protocol). GMRP is a Layer 2 protocol 
– it does not require a router - and IGMP is a Layer 3 protocol. It does 
require a router, although some switch manufacturers have Layer 2 
devices that can be set to perform the task of a router, thus allowing 
a ‘routerless’ IGMP operation on the network.

The task of both of these protocols is to prune multicasts from 
travelling to parts of the network, within the same VLAN, where 
these multicasts are not required. Without one of these protocols in 
effect, multicasts will behave similarly to broadcasts, in that they will 
be transmitted to every device on the network, which will then need 
to inspect the packet to ascertain whether it is relevant to that device 
or not. In a network where multicasting is prevalent, some form of 
multicasting control is essential so as to not overload end devices with 
unwanted information.

Other forms of traffic control are available, such as limiting the 
bandwidth available out of a single port for broadcast or multicast traf-
fic. Once again, proper planning is essential in order to determine the 
best practice for your specific application.

Synchronisation of devices on network
When the network needs to cater for traffic of a time sensitive nature, 
it is important to consider the time synchronisation of devices on the 
network. In a network that does not require highly time sensitive 
synchronisation, one can use NTP (Network Time Protocol) to achieve 
millisecond accuracy. This is done by configuring the IP address of a 
master time server (either a device on the local network with a GPS 
clock or GPS antenna, or an internet time server if internet access is 
available) on each end device. The end devices will then send an NTP 
request every hour (this period can be a variable) and will receive a 
response with the updated time of the time server.

Certain applications, for instance, seismic monitoring or GOOSE 
interlocking of protection IEDs within a utility group, sometimes require 
much more accurate time synchronisation. In these instances we need 
more accurate time synchronisation, and for that we can use PTPv2 
(Precision Time Protocol version 2). PTP works by having one device 
connected to a GPS receiver. Using this connection the device can 
gain sub-microsecond accuracy - or even better - and then all other 
devices will synchronise their time to this master device using hardware 
based time stamping of the packets. Using PTPv2 we can achieve sub-
microsecond synchronisation accuracy.

Highly critical applications
Just because devices on the network are synchronised to such a high 
degree, this does not guarantee at all that traffic sent across the network 
will arrive at its destination in a timely fashion. For highly critical applica-
tions, such as interlocking using GOOSE for fault tripping, one needs 
some system in place to ensure that critical information can traverse 
the network quickly and efficiently. For this we use the QoS (Quality 
of Service) mechanisms available within Ethernet. These will ensure 
that critical data is given priority within networking devices (switches, 
etc) and will be transmitted out of the switches with precedence over 
less critical traffic. Various mechanisms are available for this purpose, 
such as port-based CoS assignation, MAC-based prioritisation or priority 
tags within the IEEE 802.1Q headers. All of these mechanisms work 
in a slightly different manner; however, in the end they will all assign a 
priority to traffic that can be interpreted by the networking hardware to 
provide one of four levels of priority (normal, medium, high, and critical). 

Conclusion
These are just a few of the mechanisms available within the Ethernet 
standards; however we can see by these that Ethernet can cater for 
mission critical applications if implemented correctly. Design and plan-
ning of the network is essential in order to correctly cater for the traffic 
on the network and the reliability and transmission speeds required. 
Due to the numerous functions and benefits of Ethernet today, plan-
ning, design and implementation of an Ethernet network should be 
undertaken by someone who has a working knowledge of Ethernet to 
provide the optimal network for your requirements. 
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