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There has always been a need for additional processing capabili-
ties for advanced control and monitoring systems. Dedicated 
DSPs have been used alongside microcontrollers to handle 

computationally intensive control algorithms or signal processing. 
Additionally, distributed processing using multiple microcontrollers 
is another common architecture. Very large motion control systems 
or large channel count dynamic monitoring systems may have a 
microcontroller per axes or channel. Modern FPGAs have proven to 
be an ideal offload processor and very flexible alternative to DSPs 
and distributed microcontrollers. 

In addition to the MPU and FPGA, advanced control and monitor-
ing systems need specialised I/O to interface with sensors, actuators, 
or application specific communication buses and networks. Connect-
ing each specialised I/O subsystem directly to an FPGA provides the 
greatest amount of flexibility and system performance. The combi-
nation of a MPU, FPGA, and specialised I/O defines a reconfigurable 
I/O (RIO) architecture optimal for advanced control and monitoring 
systems.

Scientists and engineers are using the RIO architecture, depicted 
in Figure 1, to design embedded systems across a wide range of 
industries and applications including medical imaging, renewable 
energy, structural monitoring, power distribution, industrial machine 
control, and atomic research. 

The RIO architecture makes it possible for design teams to de-
velop innovative systems, with unique capabilities, and extremely 
high performance. As an example, Dr Kohji Ohbayashi and his team 
at Kitasato University designed the world’s first real-time 3D Opti-

cal Coherence Tomography (OCT) medical imaging system, which 
requires performance of 700 000 512-point FFTs per second. Addi-
tionally, Matt Bennett of Windlift is creating portable 12 kW airborne 
wind power generation systems that require advanced control and 
extreme flexibility to accommodate the evolving requirements around 
this emerging technology.

RIO Architecture for advanced control  
and monitoring systems

The FPGA in the RIO architecture provides several advantages for 
advanced control and monitoring systems. First, the FPGA can be 
used to augment the MPU with digital signal processing, advanced 
control algorithms, custom interfacing, timing, and triggering. Imple-
menting these capabilities in the FPGA, provides more flexibility and 
maintainability when compared to ASICs or discrete digital designs. By 
routing all specialised I/O through the FPGA, digital signal processing 
can be performed on any or all I/O channels. Embedded designers can 
leverage available IP to perform common processing functions such 
as filtering, averaging, decimating, spectral analysis and resampling 
or to develop completely custom processing in the FPGA fabric. The 
same capabilities apply to digital control algorithms as control IP is 
available and custom control algorithms can be developed to run in 
the FPGA. Using the RIO architecture, the entire control loop – input, 
control algorithm, and output – can be completely contained in the 
FPGA, achieving very high loop rates, determinism, and extremely 
low latency. 
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Rise of reconfigurable I/O 
architecture for control 
and monitoring

Embedded designers have used FPGAs (Field Programmable Gate Arrays) alongside both microprocessors (MPU) and microcontrollers (MCU) 

for years. FPGAs have commonly been used to extend the capabilities of MPU I/O and to interface to a variety of subsystems and communica-

tion ports. As the capabilities of FPGAs have increased they have been used with both MCU and MPU to improve the overall flexibility and 

performance of embedded systems beyond what can be achieved with a MCU or MPU alone. While the combination of a MPU and an FPGA is 

common in embedded systems across all technology driven industries, we are seeing an accelerated adoption of this architecture by teams 

designing advanced control and monitoring systems. 
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Figure 1: Block diagram of the RIO Architecture. 

Second, FPGAs are inherently parallel, which means processing and 
control algorithms can easily be replicated in the FPGA to increase 
the number of active channels in the systems. All logic runs in parallel 
in its own FPGA fabric and does not affect the performance of other 
logic running within the FPGA. The parallel nature of FPGAs makes it 
possible for designers to scale their systems to large channel counts 
without negatively impacting performance. 

Third, communication between the FPGA and the MPU is typically 
through a high speed interface such as PCI or PCI Express. The MPU 
in the RIO architecture commonly runs a real-time operating system 
(RTOS) and has primary control of the embedded system. Addition-
ally, it manages standard computing tasks including Ethernet and 
wireless communications, interactions with user interfaces, file I/O, 
digital signal processing (DSP) and control algorithms. Determining 
which tasks are performed in the MPU or FPGA is often dictated by 
the performance needs of the application and the capabilities of the 
specific instance of the RIO architecture implemented for the embed-
ded system. 

Historically, most of these systems have been implemented with a 
discrete FPGA and MPU. Recently, we have seen major players serving 
the embedded design market announce SoCs that combine a MPU 
and an FPGA in a single package. As examples, the configurable Intel 
Atom processor E600C and the Xilinx Zynq-7000 Extensible Processing 
Platform (EPP) both represent extremely flexible processing systems 
for embedded design. The Intel E600C integrates an Atom processor 
and an Altera FPGA with a high speed PCI Express interface, connect-
ing the Atom and FPGA subsystems. 

The Xilinx Zynq integrates a Dual Core ARM Cortex A9 processor 
with Xilinix 7 Series programmable FPGA fabric across an industry 
standard AXI interface. These parts provide increased flexibility and 
high performance integration of the MPU and FPGA for a variety of 
designs. Additionally, they represent a promising technology trend 
that will make it possible for design teams to take advantage of the 
RIO architecture to achieve high performance while reducing the size 
and cost of their system. 

Challenges of RIO Architecture

While the RIO architecture provides performance and flexibility, it 
does present challenges. The components that make up the RIO 
architecture - MPU, FPGA, and specialised I/O - traditionally have 
been designed and programmed using a disparate collection of 
tools, requiring a multidisciplinary team to implement the design. 
The design team requires:
•  A range of software engineering expertise to develop firmware, 

DSP software, and application software 
• Digital engineering expertise for digital circuit design and to 

program the FPGA using a hardware description language (HDL) 
• Analogue engineering expertise to design analogue circuits for 

integrating the specialised sensors and actuators. 

Additionally, there are often mechanical and control design require-
ments, and teams designing advanced control and monitoring sys-
tems will have industry or scientific domain experts with a unique 
understanding of a market place, new technology, or scientific IP that 
defines the core requirements of the embedded systems. A design 
team with this range of expertise can be difficult and expensive to 
assemble. 

Maximising RIO Architecture

The best way to overcome these challenges is to use an integrated 
design tool chain, providing a common language to program both the 
MPU and the FPGA, while using commercial off-the-shelf hardware 
for as many of the system’s components as possible. This will reduce 
the diverse engineering expertise needed to implement the system, 

Abbreviations

A/Ds -  Analogue/ Digital 
ARM - Advanced RISC Machine
ASIC - Application Specific Integrated Circuit
DAC - Digital/ Analogue Converter
DSP - Digital Signal Processor
FFT -  Fast Fourier Tranform
FPGA - Field Programmable Gate Arrays
HCL - Hardware Description Language
I/O - Input/ Output
IP - Internet Protocol
MPC – Micro Controllers
MPU - Micro Processors
OCT - Optical Coherence Tomography
PCI - Peripheral Component Interconnect
RIO - Reconfigurable I/O
RISC - Reduced Instruction Set Computer
RTOS – Real Time Operating System
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all design needs in parallel without creating an every changing list 
of requirements. Even specifying system requirements can be chal-
lenging. Large design teams often have difficulty mapping market 
requirements into system features. For example, the team’s market 
or scientific domain experts may have trouble communicating the 
precise performance, accuracy, or system behaviour to other team 
members. To converge on the correct design and feature set may 
require multiple iterations and revisions of the system. Domain 
experts and system architects, using a common design tool, work 
more closely together, iterate more quickly, and better map market 
requirements to implementation. Simply, the RIO architecture can 
empower domain experts and system architects to collaborate with 
a common design tool to implement a better system more efficiently, 
get to market faster, and reduce costs. 

Conclusion

Control and monitoring design teams are successfully taking advan-
tage of the RIO architecture and integrated software design tools 
today, and an increasing number will use this architecture in the 
future. As you begin your next design, evaluate your architecture 
and design tools against the RIO architecture and a more integrated 
design tool. In the rapidly evolving climate of technology driven 
markers, it is critical that we continue to evaluate our architectures, 
design tools, and design process to maximise group efficiency and 
minimise time-to-market.

making it possible for teams to be smaller and more efficient. A single 
design tool will reduce the need for specialised software and HDL 
tool expertise so that fewer team members can implement more of 
the system. Several design tools available today address this need, 
including National Instruments LabVIEW system design software, 
Xilinx AutoESL C-to-Gates high level synthesis tools, and Mentor 
Graphics Catapult C Synthesis. 

By using commercial off-the-shelf electronics, most sensors and 
actuators can be easily integrated into the system without developing 
custom analogue or digital circuits. Commercial off-the-shelf platforms 
optimised for control and monitoring systems integrate connectivity, 
signal conditioning, and A/Ds and DACs with a high level of modularity 
to meet the needs of most applications. In many cases, the need for 
discrete analogue and digital design may be completely eliminated, 
further reducing the size of the design team.

The integrated design tool chain should provide a high level of 
abstraction and productivity to make it possible for engineers and 
scientists, not trained in traditional software or digital design tools, to 
participate in larger portions of the system design without sacrificing 
performance. Market and scientific domain experts could also take on 
a more active role in the design process, implementing prototypes and 
features alongside other members of the team, reducing the number 
of iterations needed to finalise the design. 

The amount of diverse expertise needed could be reduced, 
providing increased collaboration and efficiency when mapping re-
quirements to features. A single engineer on the design team could 
implement application, DSP, measurement, and control software 
executing on both the MPU and FPGA, blurring the lines between 
hardware and software engineering; creating the new role of a system 
architect, shown in Figure 2.  

Figure 2: The evolution of a multidisciplinary design team, using tradition 
tools and components, to a design team leveraging an integrated design 
tool with a high level of abstraction and commercial off-the-shelf hardware 
to design a control or monitoring system. 

The design team of domain experts and system architects is a sharp 
contrast to traditional large design teams using traditional tools. Large 
design teams can be inefficient and encounter difficulty executing 
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