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The wide variety of features available in Ethernet and TCP/IP 
(Transmission Control Protocol/Internet Protocol) are often 
not used. This leads to a network that barely caters for the ap-

plication for which it is intended, let alone for any future upgrades 
or expansions. Spending extra time and effort researching what is 
available; and properly designing, planning and commissioning the 
system, will lead to a strong communications network that provides 
a high level of security and reliability, and ultimately to savings on 
maintenance and downtime imposed by the communications network. 
Safety and productivity will increase making it possible to cater for 
future upgrades or expansions.

Redundancy

One of the most critical points that must be addressed when design-
ing a properly reliable network is redundancy. For a mission critical 
network, any kind of communications failure can lead to shutdowns 
of production or control systems for safety reasons. Preventing this 
by applying proper redundancy to the network is essential.

When one refers to redundancy in terms of communications, the 
reference is to link redundancy, the redundancy on which this article 
focuses. As the redundancy used will depend largely on the topology 
of the network (or vice-versa), these are two of the first details that 
should be considered when designing a new network (or expanding 
an existing one).

We need a redundancy protocol because the Ethernet protocol 
does not function correctly when a logical communications loop is 
introduced. This is due to Ethernet requiring broadcasts (among other 
traffic types) to function. When a switch receives a broadcast, it will 
forward that broadcast out of every one of its ports connected to the 
same network - except the port on which it received the broadcast. 
Any network device that receives this broadcast is obliged to inspect 
the broadcast message; and even if the message is not relevant to 
that device, it has to spend time and processing power to open the 
packet and then discard it. If a loop is introduced to a network, these 
broadcast packets will circle the network indefinitely, leading to an 
eventual crash of the entire network. Redundancy protocols solve 
this problem by logically disabling physically connected links, while 
keeping them in a standby mode. If an active link fails, one of the 
redundant links will be activated so that communications across the 
network are not interrupted - at the same time eliminating any loops 
that may form.

 
Figure 1: The four basic topologies in an Ethernet network.

Figure 1 shows the four basic topologies that can be found in an 
Ethernet network (an actual physical network may consist of a mix-
ture of these topologies). As can be seen, a line - or a star - topology 
provides no link redundancy, as the failure of a single link will lead to 
communications being interrupted between segments of the network. 
A ring topology provides a single level of redundancy, as a single 
link can be lost without losing communications. However, a further 
lost link will interrupt communications. A mesh topology provides 
the highest level of redundancy, as the network can afford to lose 
multiple links (depending on the overall level of meshing present on 
the network) before communications become interrupted.

Different redundancy protocols work on different topologies. 
Many proprietary protocols provide extremely quick recovery times 
but will only work on a ring topology. The most commonly used open 
redundancy protocol is RSTP (Rapid Spanning Tree Protocol), which 
works over both mesh and ring topologies (any protocol that works 
over a mesh will work over a ring without a problem). Another point 
to consider when selecting a redundancy protocol is the possibility of 
becoming vendor locked. A proprietary protocol may provide quicker 
recovery times, but if you wish to upgrade or expand the network, you 
may find that you are limited to buying that specific vendor’s products, 
or alternatively, you may need to replace all networking hardware 
on the network. It is also important to make sure the redundancy 
protocol for which you have opted caters for the number of switches 
in your network, as well as for any future expansion of the network.

Another way in which the effectiveness of a redundancy protocol 
is measured is the recovery time of the network. This is generally 
measured as the worst case recovery time, as failures at different 
points in the network will take different times to recover, and will 
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affect different devices. The worst case recovery time assumes that 
the failure is the switch (or a link connecting to the switch) that is the 
redundancy master, i.e. the device in charge of the redundancy opera-
tion. Recovery in the worst case scenario is assumed to be defined as 
once all devices on the network are able to communicate to all other 
devices after the failure has taken place.

As discussed, certain redundancy protocols may provide a quick 
recovery but limit you on the topology (ring only) or maximum 
number of devices it can handle (note that in this context, devices 
refers to networking hardware rather than end devices). Others may 
be able to handle a large amount of devices but could be proprietary 
and thus vendor lock you to a certain manufacturer. Selecting the 
correct redundancy protocol requires taking all these details into ac-
count while seeing what options are available to you. In other words, 
every network should be application specific, and should be designed 
independently with that application and its requirements in mind.

A final point that needs to be considered when regarding redun-
dancy is how the redundancy will be monitored. Having a complex 
interconnected mesh network that can handle six link failures before 
interrupting communications can prove to be useless if the network 
and current link statuses are not being properly monitored. Without 
monitoring you will arrive at a point where five of the links could have 
failed, leading to the network no longer being redundant. However, 
because no monitoring is taking place, this will not be discovered 
until the sixth link fails, at which point communications will be inter-
rupted. Not monitoring the network redundancy is simply delaying 
the inevitable failure. 

Monitoring of redundancy can be performed in different ways. 
Inexpensive, yet most time consuming, is to manually monitor all 
devices periodically to determine whether any links have failed. This 
may be feasible on a smaller network; however it still requires time, 
diligence and provides the most opportunity for human error.

Other, slightly more set-up intensive methods include a central 
silo server which periodically collects logs from the devices, or using 
a failure relay that most industrial switches provide. This is a simple 
relay that can be triggered in the event of a failure on the switch, which 
could then be connected to an alarm light or noise producing device. 
Both options require extra time and effort to set up, and still require 
manual checking (of logs or alarm devices), but they do automate 
and simplify the process somewhat.

The best (and most costly) method is a proper network manage-
ment system. These are software systems that use a variety of differ-
ent protocols to monitor the network on a 24/7 basis. Basic protocols 
such as ‘ping’ are used for testing device connectivity, however what 
really gives these set-ups their power and control is SNMP (Simple 

Network Management Protocol). SNMP works by either having the 
monitoring server poll the devices periodically for status updates, or 
alternatively, by setting the end devices themselves to alert the server 
when a problem is found. Most commonly a combination of these 
methods is used. The NMS (Network Management System) can then 
be used to examine all these statuses, often with visual topologies or 
‘dashboard’ views to provide a quick overview of the network, usu-
ally using color coding to identify errors and faults. Some even allow 
emails/sms’ to be sent to users in the event of any failure, allowing 
a quick, out of office notification.

When set up correctly, a NMS is an invaluable tool that will moni-
tor not only redundancy and link status, but most other details about 
a device, including things such as temperature, storage space of 
devices with Adds, logins (both failed and successful) and more. For 
larger and more complex networks, these systems can be beneficial 
and should not be overlooked.

Two recently released redundancy protocols provide what is 
known as ‘bump less redundancy’, namely HSR (High-availability 
Seamless Redundancy) and PRP (Parallel Redundancy Protocol). 
Bump less redundancy means that in the event of a link failure on 
the network, these protocols do not require any amount of time to 
recover. They achieve this in similar fashion, in that the switches 
transmit two copies of any data they receive, and the receiving end 
will simply discard any duplicate frames received. These protocols 
are highly dependent on specific hardware, however devices known 
as ‘red-boxes’ (redundancy boxes) allow non-HSR/PRP compliant 
devices to be connected to the network correctly, and some end 
device hardware manufacturers are beginning to investigate these 
protocols for direct inclusion in their hardware.

 
Figure 2: High-availability Seamless Redundancy (HSR).

HSR, as shown in Figure 2, works on a single ring topology. However 
unlike a normal redundancy protocol that would ‘break’ the ring in 
a point by introducing a redundant link, HSR keeps the entire ring 
active at all times. Any data that needs to traverse the network is then 
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simultaneously transmitted in both directions around the ring. In the 
event of a cable break on one side of the ring, the data will already 
be traveling along the redundant path, and thus no recovery time is 
needed. Recovery is bumpless.

 
Figure 3: Parallel Redundancy Protocol.

PRP (see Figure 3) utilises two completely separate physical networks 
rather than just two paths around a single topology. Each of the A and 
B networks can have internal redundancy running, such as RSTP or 
another redundancy protocol. Devices on the outside of the A and B 
networks can communicate with any other device, whether inside one 
of the A or B networks, or outside. Devices within each network can 
communicate to any device within their network or a device outside 
both networks, but a device in network A cannot communicate with 
a device in network B. Any data received from an external device is 
duplicated across both networks, and thus a failure of one network 
will not delay data travelling between end devices, as this data will 
already be in transit across the working network.

Bumpless technologies are recent and are more expensive than most 
existing ‘recovery time’ redundancy protocols out there, due to the 
specialized hardware required. However for applications requiring the 
highest level of redundancy and zero-recovery time these protocols 
can be perfect, and as more vendors start adopting the protocols the 
cost of hardware should decrease.

Security on a mission critical network

In recent years the number of directed attacks on this type of network 
has increased drastically, along with the creation of viruses specifi-
cally targeted at this type of site. Another consideration is the fact that 
these networks are growing in size (physically and geographically). 

At first communication was generally isolated to a single small site 
(when serial was the communications method of choice). With the 
introduction of Ethernet as the technology of choice, the networks 
started to expand, first by bringing the control of individual sites to a 
central control room, and then even linking multiple control rooms, 
or bringing multiple country-wide sites’ communication to a central 
location. Together this has greatly increased the need for not only 
physical security (access control etc) but for logical security as well.

One of the main aspects of security that needs to be looked at 
when designing a network is the firewall. Firewalls are devices (hard-
ware or software based) that are used to inspect the data travelling 
across the network, and make decisions on what to do with that data 
based on rules configured by the server administrators. Placing fire-
walls in the correct location logically is essential to properly protect 
the network, without slowing down communications to a level below 
that required for the application.

Firewalls will generally be placed at any point that two separate 
networks meet. The most common example of this is any point that 
a network connects to the internet, although other cases could in-
clude linking a production network to a corporate network, or linking 
multiple mines controlled by a single group. There are two ways to 
configure the rules of a firewall:
o Disallow all traffic by default then implement specific rules to 

allow only wanted data through
o Allow all traffic by default and then disallow the specific traffic 

you wish to stop.

When using a firewall for security reasons, the former option is recom-
mended, as forgetting a rule will not be a security flaw, rather it will 
simply block required communications (in this event the administrator 
simply creates a relevant ‘allow’ rule and the problem is solved. The 
latter option is not recommended for security, as any traffic types that 
are not blocked will be allowed through by default and thus security 
is easily overcome by using a non-commonly used TCP port for ex-
ample. The latter option may be used in cases where the firewall is 
specifically used for traffic control (blocking certain traffic) or other 
functionalities such as NAT (Network Address Translation), but is 
never recommended for a security application.

Another form of security that should be investigated is an access 
management system. This is a software solution that logs and con-
trols access to all devices on the network, whether an end device or 
a networking hardware piece. This allows for centralised password 
control and access management or logging, as well as for more 
individualised control, as each user will generally log onto a device 
using their own personal username and password, rather than the 
device’s details. The access management system then authenticates 
users and checks whether they are allowed access to the device, as 
well as their level of access (guest, operator, administrator etc). If 
they are authorised users, the system will then log them in. If not 

Every network should be application specific, and should 
be designed independently with that application, and its 

requirements, in mind.
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allowed into the device, the system will not only inform them of 
this, but can also be set to send an informing the administrator of 
the unauthorised access attempt. With networks and the corpora-
tions using them becoming much larger (which translates into more 
management required, both for users and devices), these systems 
can be invaluable and save both time and money, as well as greatly 
increasing the security and the reaction time to a required change in 
security (eg if a user is fired from the company, their password can 
simply be revoked on the main system server, rather than having to 
change the password of every end device.

Finally, an often overlooked or underestimated form of security is 
having the correct practices and procedures in play. Allowing users 
to only access devices that are relevant to them, and having them log 
each access for instance. Limiting configuration of networking devices 
to only those for whom it is relevant is another example. Another 
policy that is critical yet often overlooked is how external storage 
devices are treated. Plugging a USB directly into a control network 
server could potentially infect the entire network if a virus exists on 
that USB. Any form of external storage should either be completely 
banned from being connected to the critical portion of the network, 
or if they have to be used occasionally a virus scanning server should 
be kept separate from the main network to allow checking of these 
storage devices. If using an anti-virus/anti-malware package it is 
important to allow this device to have internet access and to update 
its relevant databases frequently.

Conclusion

When planning for or designing a modern mission critical network 
there are many points that must be considered. Ethernet is a complex 
technology, and while this complexity brings a lot of control and au-
tomation to the systems, is can also lead to an inefficient, unreliable 
and unsecured network if not planned, designed and implemented 
correctly. Time and effort should be put into the planning stage so 
as to cater for all current and future requirements of the application. 
Monitoring the network correctly is essential, otherwise all the redun-
dancy planning and implementation will become useless over time. 
Security is another key point that must always be kept in mind, espe-
cially in application where the protected/secure network connects to 
an unsecured network such as the internet. Security should always 
be approached from the point of ‘deny all communications, and then 
allow what is required for network operation only’. When designing a 
network it is essential to have someone with in depth knowledge of 
Ethernet and IP involved, and if someone from your company is not 
available the best option is to work with a third party company to help 
plan and design the network for reliable, secure and timely operation.


