
E+C  SPOT ON

Modern industrial and sub-station automation networks 
require careful planning and design for performance and 
redundancy. Mission-critical processes require data within 

strict time constraints but other important data flows also need to be 
accommodated on the same networks. Traffic partitioning using Vir-
tual Local Area Networks (VLANs) can address data separation while 
traffic prioritisation is used to ensure network performance criteria are 
met when multiple data flows are required to share common trunks.

Ethernet networks have become the de facto standard for modern 
industrial automation and sub-station automation networks. Since 
the advent of switched Ethernet, the available network capacity and 
data transfer rates have made switched Ethernet a viable option for 
industrial applications. However, in order to truly take full advantage 
of features such as redundancy, data segregation and data prioritisa-
tion, managed network infrastructures are required. Modern industrial 
Ethernet switches allow for the implementation of VLANs to facili-
tate data segregation. Prioritisation is achieved by both setting and 
honouring the priority settings in suitably tagged Ethernet frames. 
Redundancy mechanisms vary between standards-based approaches 
to proprietary solutions. (Network management, authentication and 
numerous other features common in most modern devices are not 
considered and fall outside the scope of this article.)

Network architectures for modern networks should be scalable 
and flexible in order to leverage the expected benefit from the net-
works. Modern networks are expected to handle the transfer of data 
from a wide range of equipment ranging from Intelligent Electronic 
Devices (IEDs) to IP cameras and IP Telephony while meeting the de-
mands of each category of data. Modbus TCP (Transmission Control 
Protocol), PROFINET, EtherNet/IP, DeviceNet, IEC 61850 [1], DNP3 [2] 
over IP, and IEC 60870-5-104 [3] are just some of the protocols being 
used today to interconnect programmable logic controllers (PLCs), 
IEDs, and sensors to each other and to central control computers.

Redundancy

Modern control systems are typically deployed in a highly distributed 
manner with inter-device communications being a critical component 

of the overall system architecture. Satisfactory system availability 
relies on some form of redundancy for fault tolerance in the network 
design.

Ethernet was not initially designed with redundancy as an inher-
ent feature and requires topologies that do not form loops. Ethernet 
frames do not have a built-in time-to-live mechanism as do Internet 
Protocol (IP) packets. When a loop is present, Ethernet frames are 
constantly re-transmitted by network devices such as bridges and 
switches. Frames addressed to all (broadcast) or some (multicast) 
network devices compound the effect to the point that the entire 
network can be rendered useless in a matter of seconds.

It was only with the invention of the Spanning Tree Protocol 
(STP) by Radia Perlman in 1985 that redundant Ethernet topologies 
became possible. STP accommodates loops in Ethernet networks 
that are built using devices such as bridges and switches. The STP 
prevents loops by blocking frames from traveling through any of the 
network’s redundant connections. In the event that one of the paths 
in the network is disconnected from the rest of the network, the STP 
automatically adjusts the topology of the network to make use of the 
redundant path. STP determines an understanding of the network 
topology by means of specific messages known as Bridge Protocol 
Data Units (BPDUs) that are exchanged by switches and bridges. A 
mechanism of listening, blocking, learning about, and forwarding 
traffic on their various ports allows the network switches to build a 
loop-free redundant topology. The IEEE ratified the Spanning Tree 
Protocol in 1990 as the IEEE 802.1D [4] standard.

While STP is quite capable of providing loop-free connectivity 
to Ethernet networks, its major weakness is that the convergence 
time after a network disturbance is unacceptably long for industrial 
(and commercial) applications. This is the primary reason that many 
switch vendors began developing their own proprietary solutions in 
an attempt to achieve the fastest possible fault recovery time. These 
demands were met by the IEEE with the IEEE 802.1w [4] Rapid Span-
ning Tree Protocol (RSTP) standard which is now incorporated into 
IEEE 802.1D-2004 [4]. This newer protocol has all the advantages 
of the original STP, but in addition provides significantly improved 
performance characteristics.
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It must be noted that while most proprietary solutions can achieve 
very fast fault recovery times, they typically confine the network 
designs to ring topologies. Rings are effective where device con-
nectivity is mostly linear but they do not provide a suitable solution 
for all applications. A major strength of standard (R)STP is that it 
supports redundant configurations of various topologies: meshes or 
rings or combinations.

Both standard and proprietary solutions suffer from a finite recov-
ery time - no matter how small. It is only with solutions such as the 
Parallel Redundancy Protocol (PRP) standardised by the International 
Electrotechnical Commission as IEC 62439-3 [5] Clause 4 that one 
can achieve a truly ‘bumpless’ recovery of any single network failure 
without affecting the data transmission. PRP does however require 
each network node to have two Ethernet ports that are attached to 
two different local area networks of arbitrary, but similar topology.

While RSTP has been applied in numerous industrial networks 
and provides recovery times that are acceptable to the requirements 
of many applications, it is not necessarily optimal in cases where 
extensive use is made of Virtual LANs (VLANs).

VLANs – a short description

Ethernet LANs require all attached devices to be able to receive frames 
that are addressed to all attached devices. The destination address 
for all devices is known as the broadcast address and therefore all 
attached network devices are said to belong to the same broadcast 
domain.

VLANs are used to logically separate a physical network into 
multiple logical networks each containing devices that need to com-
municate with each other. Thus automation devices can be logically 
separated from IP telephony devices which are in turn separated from 
IP cameras. A virtual LAN provides a dedicated broadcast domain for 
each group of network devices (stations) regardless of their physical 
location. This is configured on the network switches by associating 
each group of devices with the virtual LAN.

 
Figure 1: Example of VLAN segregated network.

The most common method of specifying the station-to-VLAN map-
ping is by assigning the switch port to which the station is attached 
to a particular VLAN. The assignment of ports to a VLAN can be 
done across multiple switches thereby allowing a group of hosts 
with a common set of requirements to communicate as if they were 
attached to the same ‘wire’, regardless of their physical location. A 
VLAN has the same attributes as a physical LAN, but it allows for end 
stations to be grouped together even if they are not located on the 
same LAN segment. Network reconfiguration can be done through 
software instead of physically relocating devices.

When stations in different VLANs are attached to the same switch, the 
switch ensures that traffic does not leak from one VLAN to another. 
When multiple VLANs must span multiple switches, it becomes nec-
essary to label Ethernet frames with the VLAN to which they belong 
before they are sent to another switch. Support for this capability 
uses a tag called the VLAN tag which contains a 12-bit field for the 
VLAN identifier and also contains 3 bits of priority for supporting 
Class of Service (CoS).

 
Figure 2: Ethernet frame showing IEEE 802.1Q [4] tag.

The ports on the switches which provide the interconnections to 
other switches must be configured as VLAN trunks to enable the 
transmission of tagged frames. Standard Ethernet frames will typi-
cally be tagged when received by the switch (ingress) and the tag 
will be removed when exiting the destination port (egress). There 
are also cases such as with IEC 61850 GOOSE messages where the 
edge device (IED) transmits pre-tagged frames. Such cases require 
these ports to also be configured as VLAN trunks.

The priority field allows the switches to provide appropriate 
classes of service to the traffic. Higher priority frames will be expe-
dited at the expense of lower priority frames which may experience 
increased latency when traversing the network infrastructure.

The Rapid Spanning Tree Protocol described earlier is quite capa-
ble of providing redundancy for various topologies and whether the 
network is VLAN segregated or not. It is however unable to perform 
traffic engineering across redundant links: if a link is blocked, it is 
blocked for all VLANs. Also, with RSTP, more traffic is forwarded 
over the links closer to the root bridge, which puts higher demand 
on the root bridge resources – both in terms of CPU and link capacity 
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BPDU – Bridge Protocol Data Unit
CoS – Class of Service
CPU – Central Processing Unit
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MSTI – Multiple Spanning Tree Protocol Instances
MSTP – Multiple Spanning Tree Protocol
PLC – Programmable Logic Controller
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Typical Substation IP Address Map
10.0.16.0/25 – Network Devices (VLAN 1016) - Management 10.0.16.128/25 – Engineering (VLAN 1003)

10.0.17.0/27 
– SCADA (VLAN 104)

10.0.17.32/27 – Access Control 
and Security (VLAN 2004)

10.0.17.64/26 
– Unallocated

10.0.17.128/25 
– Unallocated

10.0.18.0/23 – Substation Automation Devices (VLAN 1018)

10.0.20.0/25 – IP Telephony (VLAN 1001) 10.0.20.128/25 – IP Cameras (VLAN 1002)

10.0.21.0/24 – Unallocated

10.0.22.0/23 – Process Bus Devices (VLAN 1022)
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utilisation. Performance gains could be achieved if it were possible 
to bind a VLAN or set of VLANs to an RSTP topology while a second 
set of VLANs was bound to a completely different RSTP topology. 
The ability to define multiple RSTP topologies and associate sets of 
VLANs with these topologies is in fact possible and is described in 
the Multiple Spanning Tree Protocol (MSTP) standard – IEEE 802.1s 
[4] and now merged into IEEE 802.1Q-2005 [4].

Multiple Spanning Tree Protocol (MSTP)

Cisco introduced the proprietary Per-VLAN Spanning Tree Protocol 
(PVST) to overcome the limitations of RSTP in a VLAN segregated 
environment. PVST allowed for a different logical Spanning Tree 
topology with every VLAN. Every VLAN may use its own root bridge 
and forwarding topology. The main problem of PVST was that with 
the number of VLANs growing, PVST becomes a waste of switch re-
sources and is a management burden. This is because the number of 
different logical topologies is usually much smaller than the number 
of active VLANs. PVST’s features improved significantly over time and 
Cisco finally proposed decoupling the concepts of STP instances and 
VLANs. The initial implementation of this proposal was called MISTP 
(Multiple Instances Spanning Tree) and later evolved into IEEE 802.1s 
standard called MSTP. The core concept of MSTP is based on the fact 
that a redundant physical topology only has a small amount of dif-
ferent spanning trees (logical topologies). Instead of running an STP 
instance for every VLAN, MSTP runs a number of VLAN-independent 
STP instances (representing logical topologies) and then the admin-
istrator maps each VLAN to the most appropriate logical topology 
(STP instance). The number of STP instances is kept to a minimum 
(saving switch resources), but the network capacity is utilised in a 
more optimal fashion, by using all possible paths for VLAN traffic.

Consider the example in Figure 3. The topology has the follow-
ing VLANs: 5, 10, 15, 20, 25 and 30. The implementation of MSTP 
requires us to first define the VLANs in all the switches. A number of 
MST instances (MSTIs) then need to be defined in all the switches: 
in this case 3. MSTI 1 defines a spanning tree topology where switch 
1 is the root switch. VLANs 5, 10 and 15 are mapped to MSTI1. The 
same procedure is then applied to MSTI 2 and MSTI 3 to reflect the 
configuration described in the diagram. All the switches that have 
the same knowledge of MSTIs and their mapped VLANs belong to a 
common MSTP region.

 
Figure 3: Multiple spanning tree example.

Every MSTP region runs a special instance of spanning tree known 
as the Internal Spanning Tree (IST) identified by MSTI0. This instance 
mainly serves the purpose of disseminating STP topology information 
for MSTIs. The BPDUs for the IST contain all the standard RSTP-style 
information for the IST itself, as well as carry additional informational 
fields. Among those fields are the MST region’s name, a revision 
number and a hash value that is calculated over the VLANs-to-MSTI-
mapping-table contents. Using just this condensed information 
switches in an MST region are able to detect MSTP misconfigura-
tions by comparing the hash value received from the other switches 
with the local value. MST misconfigurations are avoided by ensuring 
that all switches within one ‘region’ contain identical VLAN-to-MST 
instance mapping. Any VLAN or MSTI changes made must be updated 
throughout the network.

Conclusion

MSTP was designed to overcome one major problem with RSTP – 
the inability to use blocked links for traffic forwarding due to a single 
STP topology that is applied to the entire network. MSTP overcomes 
this by running multiple spanning trees and mapping VLANs to dif-
ferent spanning tree instances for traffic forwarding. Even though 
this feature does not necessarily allow for precise and optimal traffic 
engineering it improves redundant link utilisation thereby providing 
redundant load balancing.
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