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The only advice for positioning operator alarm limits from 
EEMUA 191 [1], ISA SP18.2 [2] and others was to put them on 
‘the boundary of Normal Operation’  of a process. This was not 

very useable advice in the absence of a method to find the boundary 
of normal operation until we provided a simple method to find the 
boundary in a previous paper [3] where we established that operator 
alarms are not independent of each other but are inter-related through 
the process operating envelope. 

The method is being adopted at an accelerating rate, dramatically 
reducing the time needed for alarm rationalisation and at the same 
time providing much better alarm systems’ performance and alarm 
systems’ quality.

‘Alarm quality’ has not received the same attention in the last 15 
years as ‘alarm performance’ but is arguably even more important. 
Using ‘alarm performance’ alone as an alarm system objective invari-
ably leads to an alarm system in which only a fraction of the alarmed 
variables will ever alarm. 

This fractional annunciation has been observed as fact by so 
many observers in so many processes that it has wrongly become 
accepted as normal. A little thought soon reveals that it is an inevitable 
consequence of attempting to improve the performance of an alarm 
system one variable at a time. Such fractional annunciation systems 
are a process safety exposure since they do not allow the operator 
alarm system to function properly as ‘the first line of defence’. 

This article reviews some of the factors causing us to focus on 
alarm quality and proposes the Alarm Quality Index (AQI) as an 
easily calculated and easily understandable metric. AQI can be used 
to quantify alarm quality and track progress in identifying and elimi-
nating fractional annunciation alarm systems. It can also be used to 
monitor improvement progress after the rationalisation project when 
alarm performance and improvement have been handed over to 
process stewardship. 

It represents a recognition that no matter how good, automated 
process control can never anticipate all possible circumstances and 
emphasises the strong inter-dependency between control automation 
and operator alarming.

It is expected that the alarm will help the operator in understand-
ing why intervention is required as well as listing the possible operator 
action. It is generally accepted in recent thinking that an alarm which 
has no defined action should not be an alarm but a status variable.

An alarm on a single variable represents one bit of information 
that the operator has to integrate with the single bits of information 

from other alarms - and with the current and recent past history of the 
many process variables available in his process control system - as 
well as his own unique knowledge of the process and its foibles. His 
knowledge will be unique if only because human beings learn much 
more from their own mistakes, whether of omission or commission, 
than they do from the mistakes of others. Fortunately most mistakes 
are recoverable and many pass unnoticed by others.

There will usually be a choice of actions for the operator to 
perform as there may be more than one causative event sending an 
individual variable into alarm. If there is only one desired action and 
it is always to be performed then consideration could be given to 
automating it and removing it as an alarm - thus reducing the load 
on the operator. The immediate cause of the request for intervention 
could be:
• Recognised or unrecognised sensor (eg sticking level indicator)

or equipment failure
• A consequence of another operator action such as leaving a

cascade or output in manual
• An external cause such as weather or security breach
• A combination of events too improbable to have been envisaged
• A false alarm because of badly-positioned alarm limits
Immediate alarm quality issues would be whether the alarm or alarms 
were the most appropriate in helping the operator to diagnose the 
cause of the event to understand how the situation arose and whether 
the alarms gave timely notification. 

The information available to the operator for diagnosis is the 
identity of the alarm(s), their location on the process flow diagram 
(PFD) and the time-order in which they annunciated if more than 
one alarm is present. Time-order (sequence-of-events) of alarms is 
often valuable in diagnosing unusual events but can be made very 
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Operator alarm: A request by the process control system for the 
operator to intervene with human intelligence and judgement in 
response to symptoms that may indicate an abnormal situation 
developing in the process.

Process control: Used in the widest sense and includes the opera-
tor as a part of the control capability.

Control automation: Refers to electronic or computer-based control 
by a DCS or PLC.
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Abbreviations

Three essential quality attributes of an effective alarm system are:
Low percentage of false alarms - ie alarms that annunciate to re-

quest action when none is necessary. Limits placed inside the bound-
ary of ‘normal operation’ shown in Figure 1 will cause premature 
alarming of an approach to the boundary and possibly so premature 
that the operator will ignore the request for intervention. False alarms 
bring the whole alarm system into disrepute. They are measurable, 
although very few have attempted to measure them, and are predict-
able using our method against the objectives of ‘normal operation’.

Zero unalarmed events – predictable only for known abnormal 
events that occurred in the past. One can never be sure that unimag-
ined or unimaginable events would be alarmed. This exposure can 
only be addressed by assiduously recording and investigating every 
unalarmed event that occurs so is best done by the unit process en-
gineer within the ‘process stewardship’ application. The solution may 
involve the addition of new alarms following a HAZOP.

A high rather than low proportion of alarmed variables annunciat-
ing during a long time period - this is both measurable and predict-
able. This follows from observing in Figure 1 that alarm limits placed 
outside the boundary of normal operation in the orange ‘recovery’ 
space will at best annunciate late and if placed too far out may never 
annunciate at all. Using alarm performance as the only target leads, 
in practice, to many alarms being disabled through being pushed 
too far into the orange zone. The boundary of normal operation 
corresponds to the envelope of the operating objectives of the plant 
projected onto all variables. It used to be that there was no way to 
locate this boundary so that alarms were scattered in its general 
vicinity as shown schematically in  Figure 1.

confusing if alarm limits are poorly set so that some alarms annunci-
ate early and others late (or never) and therefore not in the sequence 
that might be expected from the PFD. 

Alarms that annunciate very early are likely to be labelled as ‘false’ 
or ‘bad actors’ and not be associated with the later better-set alarms 
recognised as belonging to the same event, thus losing a piece of 
possibly valuable information. It is a human characteristic that a single 
negative experience requires many positive experiences to cancel it 
out and this carries over into alarms too. An alarm once shown to be 
false, will carry that designation far into the future and be ignored.

Alarms that are, unknown to the operator, truly false demand as 
much attention from the operator as the alarms later determined to 
be true so take away diagnosis time and delay the taking of action.

Timeliness of event notification matters in that late notification 
erodes diagnosis time and delays action but also allows the process 
disturbance more time to gain momentum so that a larger corrective 
action may become necessary to return to normal. 

Events that occur without being alarmed would be of the high-
est concern. Plants in general protect against this by having alarms 
defined on many more variables than some unknown (and probably 
unknowable) minimum. Few have in place any effective review pro-
cess to identify unalarmed events that did not develop into recognis-
able events. For those that did become recognisable a subsequent 
HAZOP is likely to add alarms to more variables without necessarily 
taking the time to determine whether the event should have been 
identified by existing alarms had they been properly set.

Measuring alarm quality

AQI - Alarm Quality Index
DCS - Distributed Control System
EEMUA - Engineering Equipment & Materials Users' Association
ISA - International Society of Automation
HAZOP - Hazard and Operability
LGO - Light Gas Oil, a major constituent of Diesel Fuel
PFD - Process Flow Diagram
PLC - Programmable Logic Controller
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Figure 1: Operator alarm 
limits as they usually are when 
the boundary of normal operation is 
unknown.

Some alarm limits are set in the orange recovery space where they 
will, at best, annunciate late, giving the process disturbance more time 
to grow and requiring a larger corrective action, or in many cases are 
set so wide that they can never annunciate. Other alarm limits are set 
inside the green ‘normal operation’ space where they will annunciate 
unnecessarily some of the time creating false alarms and leading to 
their being labelled as ‘bad actors’. Without knowledge of the location 
of boundary or of how alarms relate to each other there is little that 
can be done to cure a bad actor other than to push the alarm limit 
‘outwards’ towards or past the guessed position of the boundary.

An observation in [1]showed that the concept that was missing 
was that of a multi-dimensional ‘operating envelope’ of a process 
and introduced the parallel coordinate graph as a novel method of 
viewing envelopes and the boundary of normal operation for many 
hundreds of variables at the same time. Super-imposing the exist-
ing alarm limits as red triangles on the parallel co-ordinate graph 
containing three months of process data at 10-minute intervals as in 
Figure 2 it is immediately apparent that this is not a good set of alarm 
limits. Some are inside the solid black area so will give false alarms 
at least some of the time; others are so far outside the black area that 
they will, at best, annunciate late in the event of an excursion out of 
past operating experience and may never annunciate at all. This is 
confirmed in Figure 4 which shows ‘annunciations per hour’ and the 
‘number of alarms’ visible on the operator’s alarm display throughout 
the whole three months of operation covered by the data.

Figure 2: Existing HiLo alarm limits superimposed upon three months of 
operating data.

The Envelope of all operation in Figure 2 encloses other Envelopes 
with more specific objectives such as the ‘kerosene operating mode 
envelope ’, the ‘LGO mode operating envelope’ and the ‘stand-by 

mode operating envelope’. These are shown in Figure 3 in pink, blue 
and black respectively.

Figure 3: The ‘all-operation envelope’ separated into its sub-envelopes of 
‘kerosene mode’ in pink, LGO mode in blue and standby mode in black.

Figure 4: Existing alarm performance annunciations per hour (top) and alarm 
count (bottom) versus time for three months of operation.

Annunciation rates and alarm counts calculated from process history 
data after removal of ‘bad actor’ alarm limits caused by instrumenta-
tion faults are shown in Figure 4. Ignoring standby mode, the annun-
ciation rate is typically in the region of four to five alarms per hour 
and the number of alarms visible on the operators alarm list display 
is typically four to five at any time. That this performance is accept-
able against the EEMUA 191/SP 18.2 [1,2] human factors guidelines 
emphasises that meeting these human factors guidelines is not by 
itself sufficient to create a good operator alarm system. An Alarm 
Quality target is needed as well.

Using a single set of alarm limits across all three modes is ‘lumped 
mode alarming’ and is the norm in most plants today because of the 
difficulty and cost of setting any alarm limits with today’s method. 
Much better is to define a set of limits for each mode and use multi-
Mode alarming. Using this new method it is very likely that three sets of 
limits can be found in less time than it took to find one set previously. 

We separated out just the kerosene mode from Figure 3 and 
created a new set of limits from the envelope of the 82% of the time 
when subsequent laboratory analyses of process samples showed that 
in-specification kerosene was being produced. This was considered 
the ‘normal’ operating envelope for kerosene operations. The ‘alarm 
annunciation’ rates were then calculated for the original set of alarm 
limits and the new set. They are shown in the two Pareto plots of 
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Figures 5 and 6  which emphasise not only that the total number of 
annunciations has been much reduced but also that annunciations are 
spread across many more variables and thus giving better protection.

Conclusion

This suggests a simple alarm quality measure could be the fraction 
of variables that account for, say, 90% of all annunciations. For the 
original alarms this was 15 variables out of 60 alarmed variables giv-
ing an AQI of 25%. For the new alarm set it was 35 variables out of 60 
giving an AQI of 58%. Norms for AQI will appear as this dimensionless 
measure is collected from larger numbers of plants.

Figure 5: Annunciations of the original alarms in turquoise and the new set 
in pink in the order of numbers of annunciations of the original alarm limits.

Figure 6: The same data as in Figure 5 to the same scale but in the order of 
numbers of annuniciations of the new alarm’s limits.
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